5.4 Reducing Cache Miss Penalty

(1) Process Read Miss First

- Write-through cache (write buffer사용)

(Ex) direct-mapped, no write-allocate cache


SW
512(R0), R3
; send to write buffer => takes time to update memory


LW
R1, 1024(R0)
; same index, thus read miss


LW
R2, 512(R0)
; same index, thus read miss but read old value





; since first SW did not finish updating memory


(Solution)


a. read miss 처리를 write buffer가 완전히 빌때까지 늦춘다.


  -> read miss penalty가 너무 크다.


b. read miss 때 write buffer의 주소와 conflict없으면 곧바로 처리

- Write-back cache : read miss 처리순서


victim block replace, if dirty면 memory write -> target memory read


=> victim block replace, if dirty면 buffer -> target memory read -> buffer write

* In-depth penalty analysis

Write-through (no write allocate) : actions w/o buffer
penalty : memory access with write buffer (cache access is fast)

read hit
read hit
-

read miss
dirty block write + new block read + read hit
new block read

write hit
write cache + write memory
-

write miss
write memory
-

Write-back (write allocate) : actions w/o buffer
Penalty : memory access with dirty block buffer (cache access is fast)

read hit
read hit
-

read miss
dirty block write + new block read + read hit
new block read

write hit
write hit
-

write miss
dirty block write + new block read + write hit
new block read

- average memory access time = read x (read hit x hit time + read miss x (rm penalty + hit time))




+ write x (write hit x hit time + write miss x (wm penalty + hit time))



= read x (hit time + rm x rm penalty) + write x (hit time + wm x wm penalty)



= hit time + miss rate x miss penalty

- memory stall cycles/memory access = average memory access time – hit time

= read x rm rate x rm penalty + write x wm rate x wm penalty

= miss rate x miss penalty

  - memory stall cycles/instruction = memory stall cycles/memory access x memory accesses/inst.

- CPU time = IC x (CPI + memory stall/instruction) x clock cycle time


= IC x (CPI + memory accesses/inst x miss rate x miss penalty) x clock cycle time


(CPI는 structural hazard 에 의한 것을 포함함)

(2) Sub-block placement

- tag이 많은 부분을 차지하므로 이를 줄이기 위해 block size를 크게하면

-> long offset, small index, same tag size but small total tag area due to small number of blocks

-> lower miss rate but higher miss penalty (read larger block)

- solution - sub-block placement : 한 block을 4개의 sub-block으로 나누고 read miss 때는 sub-

 block만 읽으므로 miss penalty는 줄어들고, tag area는 위와 같이 줄어든다.


(3) Early restart / Critical word first

- early restart : read transfer때 원하는 word가 오면 CPU는 곧바로 진행 (순서대로 전달)

- critical word first : 원하는 word부터 전달하여 오면 CPU는 곧바로 진행 (순서무시)

(4) Nonblocking (lockup free) cache

- miss에 의해 기다리는 동안 CPU는 다음 명령어를 진행시킴 (관련 inst/data access)

  -> 이와 같은 overlap에 의해 miss penalty 줄임 (pipeline 진행에 따른 결과)

  -> pipeline에서처럼 execution time을 줄이지는 않으나 throughput은 증가시킴

- hit under miss , miss under miss, hit under multiple misses

  -> cache controller becomes complex as there are multiple outstanding memory accesses

(5) Second-level cache (1-4 는 CPU와 관련, 5는 cache-memory interface관련)

- speed gap between CPU and memory/cache

  -> small but fast (1 clock cycle) cache (level 1 cache) + large but slow cache (level 2 cache)

- average memory access time = hit timeL1 + miss rateL1 x (hit timeL2 + miss rateL2 x miss penaltyL2)


Level 1
hit
miss
miss


Level 2
-
hit
miss

miss rateL1 = 4%


Memory
-
-
hit

miss rateL2= 25% (local miss rate)



96%        3%           1%
global miss rate = 4% x 25%= 1%

- L2 cache 는 일반적으로 매우 커서 capacity misses가 매우 적고


-> 따라서 conflict miss를 줄이기 위해 high associativity (but increase complecity)


-> compulsory miss를 줄이기 위해 large block size (but increase miss penalty)


결론 : L2 cache – large cache size, large block size, high associativity

  - Multi-level inclusion property : copies of a value exist in all levels below (왜 필요한가? – IO/MP)


L1 block size is small    L2 miss때 관계되는 모든 L1 block들을 invalidate시켜야 함


L2 block size is large  (new block때문에 L2 block 하나가 사라질 때 inclusion 때문에)

  - How write back or write-thru policy applied ?

5.5 Reducing Hit Time 

-> Important since it affects CPU clock rate

(1) Small and simple cache

- small cache

- fast tag check
: tags on-chip and data off-chip if on-chip cache size is small

- direct-mapped 
: simple design and it’s possible to overlap tag check with data transmission

(2) Avoiding address translation during indexing the cache

· physical cache vs. virtual cache : cache address based on which address

VA -> PA -> cache -> (hit) OK


         (miss) -> memory


VA -> cache -> (hit) OK

=> “can achieve top speed”


    (miss) PA -> memory

- virtual cache : cache hit때 address translation 필요없어서 efficient한데 무엇이 문제인가?

  a. Mononym problem : two different objects (PA) under the same name (VA)


context switch때마다 주소공간이 바뀌므로 동일 VA가 다른 PA를 가리킴


-> “cache must be flushed” : too much penalty


(solution) tage에 PID (process identifier)를 추가한다.

  b. Synonym problem : two different names to shared object 


(hw solution) anti-aliasing via RTB (reverse translation buffer) 


(sw solution) page coloring : 

(eg) PA = VA in their last 18 bits in 32-bit addr space (32 bytes block, 4KB page) 

index가 18-5=13 bits보다 작으면 (8K blocks long = 256KB cache size) alias위험이  

있는 block들은 한 곳으로만 가능하므로 no problem

    c. I/O는 보통 physical address사용하므로 virtual cache사용때는VA로 mapping되어야함

- mixed method - Virtually-indexed, physically-tagged (VIPT): read tag // translation

page offset(index+offset)은 translation때 안바뀌므로 index때 직접쓰고, 

tag는 translation후 physical address로 비교한다.

     tag                      page offset

                               index               offset


cache size가 page size보다 커질수 없다는 단점있으나 associativity높이면 됨

(3) Pipelining writes for fast write hits : with separate tag and data area, pipeline the writes

5.6 Main Memory

- main memory satisfies the cache demand and serves as the I/O interface

 

      (latency)

      (bandwidth)

(1) Memory technology (Fig.5.30)

- memory latency : access time (request-response) < cycle time (request-next request) = 90ns in ‘95

- packaging cost => multiplexing address lines : RAS (row access strobe) and CAS

- DRAM (1 TR/bit) requires periodic refresh (assert RASs every 8ms) : 5% of total time

- SRAM uses 4-6 TRs/bit to prevent information from being disturbed when read

- DRAM – capacity, SRAM – speed (no multiplexing) but expensive

(2) Organization for higher bandwidth (Fig.5.31)

(ex) 4 clock cycles to send address, 24 for access time/word, 4 to send data/word, 4 words/block

     miss penalty = 4 x (4+24+4) = 128 cycles

i. Wider main memory

O miss penalty (main memory width of two words) = 2 x (4+24+4) = 64 cycles

X memory “bus”가 비싸짐

X CPU는 여전히 word 단위로 읽으므로 interface 필요 (mux)

X memory expansion 단위가 커짐

X error correction 재계산과 re-write to protected area 가 많아짐

===> But, Alpha 21064 use 256-bit wide L2 cache and memory

ii. Simple interleaved memory

- memory banks (bank 0 has 0, k, 2k…) : 동시에 여러 word를 읽을수 있도록 함

O miss penalty (four banks) = 4 + 24 + 4 X 4 = 44 cycles

O 동시에 여러 word를 write할수 있음 (write-thru and write-back cache)

X memory chip density가 높아지면서 chip count가 적어져서 interleaving이 어려움

X memory expansion 단위가 커짐

iii. Independent memory banks

- independently operated memory controllers for each memory bank : separate addr line/data line

       (IO, cache read, cache write may use separate controller and bank)

iv. Bank conflict problem

- (ex) int x[256][512]; for (j…) for (i…) x[i][j]…

-> bank conflicts even with 128 banks

- sw solution : loop interchange or expanding array size

- hw solution : use prime number of memory banks : address -> bank # & offset within the bank



address MOD number of banks -------------------^

   ^



address/number of banks = address MOD number of words/bank---+

- prime number로 하면 conflict는 좋으나 MOD/DIV 계산이 시간 걸림

 -> number of bank=2n-1이면   쉽게 MOD 연산하는 방법이 있음 (arithmetic research)




     DIV는 위처럼 MOD로 바뀌고 이는 간단한 bit selection




- “Chinese Remainder Theorem” : mapping이 존재하느냐 & unique하냐 ?

 (ex) 4와 7로 나눌 때 나머지가 각각 1,2가 되는 수 (중에서 4x7=28보다 작은 수) = 9

     4와 6으로 나눌 때 나머지가 각각 1,2가 되는 수 (< 24) : 없음; 1,3 되는수=9/21
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 (조건) a,b가 pairwise relatively prime (co-prime, 서로 소)인 경우 exist and unique

v. DRAM-specific interleaving

- 64M bits DRAM의 경우, RAS가 올때  64M = 16K bits data를 buffer하고 있다가

 CAS가 오면 해당 데이터를 보내준다. => 연속적인 경우, RAS를 생략 가능

- 이를 이용한 Optimizations (Fig.5.35)

 
nibble mode : upto sequential 4 bits / one RAS

 
page mode : 다른 RAS 또는 refresh전에는 as many bits as possible

 
static mode : page mode와 같으나 CAS 바꿀때 toggle시킬 필요 없음

- RAMBUS : memory system rather than a memory component

5.7 Virtual Memory

- virtual memory divides physical memory into blocks and allocates them to different processes

(1) cache와 비교 (Fig.5.37, 39)

block => page (fixed size) /segment (variable size, two words for addressing-seg # & offset)

* paged segment : a segment is an integral number of pages

* multiple page sizes

miss (hardware처리) =>page fault (OS처리), longer penalty


(2) Four questions (same as those asked for cache)

i. Page placement

- miss 나면 disk access하므로 penalty가 너무 크다 => 효율적인 full associative사용

ii. Page location

- PA = segment’s address + offset

- PA = page’s address // offset (그대로 연결해 붙임)


^------ PT (page table) : page address를 담고 있는 자료구조, VA page #로 index됨


      PTE (page table entry) = page address + 


     (ex) 28-bit virtual address space, 4KB pages, 4bytes/PTE -> 228-12 x 4 = 256KB for PT



-> 너무크다->hashing function사용해서 physical page수만큼만 PTE를 둔다.

iii. Page replacement

- Miss를 최대한 줄이기 위해 LRU (least recently used) 방법 사용 with use/reference bit

iv. Write policy

- access time차이가 워낙 커서, 대부분 write-back사용 with dirty bit

(3) Fast address translation

- PT가 매우 크므로 그 자체가 page단위로 저장됨 

- one memory access = one access for physical address + one access for actual data

 -> TLB (translation lookaside buffer) entry = tag (VA portion) + data (PA page frame #) 

    ^------ (full associative placement)

+ protection bit + valid bit + use bit + dirty bit

(ex) Alpha 21064 (Fig.5.41)

  43-bit VA (30-bit page# + 13-bit offset) -> 34-bit PA (21-bit page# + 13-bit offset) 

  VA : page# (30)+ page offset (= index (8)+offset (5)) = (43)

        (TLB)

     (cache)

physical page # (21)      tag read (21)



  
compare, if match



 target data read (PA: page# (21)+index(8)+offset(5)) = (34)

(4) Page size

- Larger page size : O smaller PT, efficient data transfer, less TLB miss

 X internal fragmentation, longer process setup time

- multiple page sizes

5.8 Protection and Examples of Virtual Memory

- multiprogramming – protection and sharing among programs (processes)

- context switch때 자신의 state를 안전하게 저장하고 바꾼다.

 -> 모든 내용을 disk에 저장하는 것은 time consuming -> main memory partitioning

(1) Protecting processes

- base & bound registers : 이들 자체를 protect해야 함

 -> two operating modes (user & kernel mode)와 상호 이동mechanism (system call) 필요

- virtual memory 와 page-level protection (read/write permission)

- rings in Pentium : four security levels

- capabilities : a program cannot unlock access to the data unless it has the key

(2) Alpha 21064 : Paged virtual memory (Fig.5.43,44,47)

- 64-bit address space = seg0 (bit 63=0) + kseg (bit 63,62=10) + seg1 (bit 63,62=11)

 (segmented pages)     ^------ user area    ^------ kernel area, uniform protection, phy.addr.



      page-level protection

- 64-bit virtual address = segment selector (21-bit) + page# (30-bit) + offset (13-bit)



      ^----- 00..0(seg0) or 11..1(seg1)   ^



three-level hierachical page tables due to 64-bit’s huge address space

PTE (64-bit) = 32-bit physical page frame # + valid + user/kernel read/write enable

each page table fit in a single page (8KB / 64-bit = 1K PTEs -> 10-bit)

- 45-bit physical address = physical page # (32-bit ) + offset (13-bit) -> limits to 34-bit

(3) Intel Pentium : Segmented virtual memory

- segment descriptor table (=page table)

- PTE = present bit + base field + access bit + attributes field

- address space = global address space (shared by all processes) + local address space (unique)

* Cache-coherency problem due to I/O (Fig.5.46) : write-thru has less problem, non-cacheable area

* Start-up process 

  - starting address (power-on reset) ?

- 처음에는 memory에 아무것도 없는데 ? – how to start an instruction

- 처음에는 page table 자체가 없는데 ? – no way to use virtual memory

valid bit
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TLB can be in the critical path








