Chapter 8. Multiprocessors

1. Introduction
(1) Current mainstream of multiprocessor design : small to medium number of processors (<100)

(2) Flynn’s taxonomy of parallel architectures


SISD (Single instruction stream, single data stream)

: uniprocessor


SIMD (Single instruction stream, multiple data stream)
: early models


    Single instruction memory and control processor with multiple PE (processing elements)


MISD (Multiple instruction stream, single data stream)
: no products yet


MIMD (Multiple instruction stream, multiple data stream)
: choice of general-purpose


    <== MIMD offers flexibility in operations

MIMD can be built with off-the-shelf microprocessors

(3) MIMD classes

Centralized shared-memory arch (UMA: uniform memory access): share a single memory

    interconnect by a bus which can satisfy several CPUs’ memory demand with large cache

Distributed memory arch : memory is distributed among CPUs to support large # of processors

    high bandwidth interconnect is required and interprocessor communication is complex

    Distributed shared-memory : single shared address space with distributed memories

      (DSM, Scalable SM, NUMA – Shared memory arch is classified as UMA or NUMA)

    Multi-computers : multiple address spaces and cannot be addressed by a remote CPU

      (Message passing machines uses simple network protocol such as RPC, MPI, PVM)

(4) Performance metrics for communication mechanisms – “workload characterization : comm pattern”

Communication bandwidth

Communication latency


Communication latency hiding – overlapping communication with computation

(5)  Shared-memory communication - compatibility, ease of programming, low overhead, h/w caching

    Message-passing communication – simpler h/w (no cache coherency), explicit comm programming

    Message-passing on top of shared memory – easy to implement (send is memory copy)

    Shared memory on top of message passing – all memory accesses need addr translation & make msg

     (e.g.) Shared virtual memory : use of virtual memory mechanism to share objects at the page level

(6) Challenges : insufficient parallelism (Amdahl’s Law) 
<- new algorithm

     large latency of remote access (Fig.8.3)
<- architecture (cache), software

2. Characteristics of Application Domains

- Performance (load balance, synchronization, sensitivity to memory latency) depend on 

 application (data distribution, parallel algorithm structure, spatial/temporal access patterns)

- ratio of computation to communication – if we change # processors or problem size (Fig.8.4)

(1) Parallel applications

FFT (fast Fourier transformation)
: matrix transpose, multiplication

LU decomposition (factorization)
: dense matrix processing

Barnes application

: Barnes-Hut n-body algorithm for galaxy evolution

Ocean application

: large scale flow simulation

(2) Multiprogramming and OS Workload

User activity + OS activity

3. Centralized Shared-Memory Architectures

- Inexpensive microprocessors with large cache motivate small-scale multiprocessors

- However, caching of a shared data makes trouble (Fig.8.6)

- In a system with private caches and shared memory, multiple cached copies of a shared data block must be kept consistent with each other. -> Simplest solution is to prohibit caching of shared data

(1) Multiprocessor cache coherence

- Cache-coherence protocols track the state of any sharing of a data block to maintain coherent caches

-  Directory-based
: global data structure called the directory (Section 8.4)

   Snooping
: each cache has the sharing state of the blocks it has, 

 cache controllers monitor (snoop) on the shared-memory bus

     Write invalidate protocol : invalidates other copies on a write (exclusive access to the data)


(Fig.8.7)

Read after write misses in the cache, concurrent writes runs a race

     Write update (broadcast) protocol : updates all the cached copies on a write


(Fig.8.8)

To lower the bw requirement, “shared” status is required

(2) Implementation Techniques (Fig.8.9)

- Invalidation : The processor acquires bus access and broadcasts the address on write hit


-> Other processors continuously snoop the bus and invalidates itself

- Location of data item on cache miss


write-through cache : it simply is in main memory (but, write buffer makes trouble)


write-back cache : a processor who has the dirty block snoops and responds and 

cancel memory access (requires lower memory bw -> choice for multiprocessors)

- Optimizing invalidation : 만약에 나혼자만 갖고 있어도 broadcast invalidation할것이다.


-> “shared” bit를 이용하여, 쓸데없는 invalidation을 발생시키지 않음 (owner)

- Whether any read of a data returns the most recently written value of that data

   coherency : what value can be returned by a read


preserve program order : Processor P writes A to location X -> P reads X : returns A


coherent view of memory : Q writes A to X -> P reads X : returns A


write serializable : P writes A to X & Q writes B to X -> any proc sees the same order of writes

   consistency : when a written value will be returned by a read (Section 8.6)

* Serialization principle : The execution of several transactions concurrently produces the same database state as some serial execution of the same transactions. The execution is then said to be serializable.

Ti : ri(x),wi(x) -> T1 w1=r1-25, T2 w2=r2-75

H= r1 (x), r2 (x), w1 (x), w2 (x) is incorrect and is not serializable since T1 T2 or T2 T1 does not produce the same result -> “strict two phase locking” requires exclusive lock for write and shared lock for read

* Write serialization – bus serializes request (bus is a single point of arbitration) : two-step process

(i) Arbitrate for bus

(ii) Place miss on bus and complete operation

(3) Cache-coherence protocol (write-back & write-invalidate)

- Cache controller has a finite state controller and it responds to requests from bus and processor

- Uniprocessor model

(I) Invalid – 해당 cache block은 유효하지 않음

(V) Valid – 해당 cache block 은 나만이 갖고 있음 (not modified)

(D) Dirty - 해당 cache block 은 나만이 갖고 있음 (modified)


write hit – write locally : V->D, D->D


write miss – send block request and write locally : I->D (replacement if necessary)


read hit – read locally : V->V, D->D


read miss – send block request, read locally : I->V (replacement if necessary)


block replacement – invalidate itself : V->I, D->I (write back if D)


snoop activity – send requested block & write back if D & invalidate itself : V->I, D->I

- Snoop activity (same as uniproceesor)
Bus action     My block status
V (Valid)
D (Dirty)

Write hit
N/A (Not applicable)
N/A

Write miss
Invalidate itself
Write back, invalidate itself

Read hit
N/A
N/A

Read miss
Invalidate itself
Write back, invalidate itself

===> only one bus operation : “miss” => action : invalidate itself and write back if dirty

- Lock pingponging problem – two processes access the same data -> invalidate continuously w/o modify

- Synapse protocol (Fig.8.11,12)

(I) Invalid – 해당 cache block은 유효하지 않음

(S) Shared – 해당 cache block 은 다른 프로세서와 공유중임 (read only)

(E) Exclusive - 해당 cache block 은 나만이 갖고 있음 (read/write가능)


write hit – write locally (invalidate others if S) : S->E, E->E


write miss – send block request and write locally : I->E (replacement if necessary)


read hit – read locally : S->S, E->E


read miss – send block request and read locally : I->S (replacement if necessary)


block replacement – invalidate itself : E->I, S->I (write back if E)


snoop activity – send requested block & what ??? (Fig.8.11오른쪽그림)

Bus action     My block status
S (Shared)
E (Exclusive)

Write hit
Invalidate itself (*a)
N/A

Write miss
Invalidate itself
Write back, invalidate itself

Read hit
N/A
N/A

Read miss
No operation
Write back, change to “Shared”


* H&P에서의 two simplifications

a. write hit를 write miss로 간주함 (invalidate operation필요없음->simple)

b. shared (clean, multiple copies)와 private (clean, one copy) 구분않음

(4) Performance of snooping coherence protocols

- Factors : uniprocessor cache miss traffic and traffic caused by communication

- normal uniprocessor (capacity) miss + coherence miss (write hit/miss=invalidate에 의한 miss)

- As # of processors increases, capacity misses drop (cache size increase) but coherence misses rise (more communication) but the trend is not so obvious (Fig.8.13)

- Block size : two new factors with multiprocessors


a. shared data has lower spatial locality (it probably will be replaced due to the sharing)


b. more false sharing miss with larger block size (Barnes in Fig.8.15)


c. more bytes on the bus per miss

* False sharing : invalidate에 의해 miss발생하나 서로 다른 데이터를 access하는 경우-> block size가 1word라면 발생않을 miss

- As cache size increases, miss rate drops faster for the user code than for the kernel code but user processes execute more than 8 times as many instructions (Fig.8.17)

kernel initializes all pages -> more compulsory misses

kernel actually shares data -> more coherence misses

4. Distributed Shared-memory Architectures

(1) Cache coherence for distributed shared-memory architecture (Fig.8.22)

Centralized shared-memory architecture 
: snoop bus based cache coherence

Distributed memory architecture


    Distributed shared-memory
: scalable interconnection network (non-bus)

    Multi-computers

- While snooping scheme is not scalable, alternatives are

(i) compiler mechanism for transparent software cache coherence : shared data를 non-cacheable로 하고, 이를 private memory에 복사한 후 이를 사용하되 소프트웨어로 coherence를 맞춤 => too limited since the compiler must be conservative

(ii) directory scheme

(2) Directory-based cache coherence protocols

- A directory keeps track of every block that may be cached.

- Information in the directory includes which caches have copies of the block, whether it is dirty, an so on.

- Additional complexity due to

  (i) Interconnect is not a single point of arbitration unlike with the bus

(ii)Message-oriented rather than transaction-oriented communication (all msg need explicit response)

- Information quantity = # memory block x # processors => not scalable => “distributed directory”
- Nodes and addresses – address = concatenation of node# and offset

  (i) Local node
: which initiates a request

(ii) Home node
: which contains the memory and directory for a given physical address



  (we don’t need broadcast but just send a message to the home node)

(iii) Remote node
: which has a copy of the cache block (“Sharers”)

(3) Protocol description

- Directory activity upon a message

update the directory state (a directory as well as an individual cache has a state for each block)

or send additional messages to satisfy the request

- Each cache has almost same behavior as that with the snoop bus protocol

- Directory behavior when processor P sent a message to the home node where the corresponding Sharer set is {SS} (Fig.8.25)
      Directory status

Message 
U (Uncached)

(Nobody has the block)
S (Shared)
E (Exclusive)

Write hit
N/A
N/A*
N/A*

Write miss
Send data : E, {P}
Send data, Send invalidate message to {SS}: E,{P}
Send writeback message to the owner to home, Send data : E, {P}

Read hit
N/A
N/A
N/A

Read miss
Send data : S, {P}
Send data: S, {SS}+{P}
Send data fetch message to the owner to home, Send data: S, {SS}+{P}

Data write back (due to block replacement)
N/A
Update memory : S, {SS}-{P}(if null, S->U) 
Send writeback message to the owner to home: U, {}

* write hit 는 write miss로 처리

5. Synchronization

- Why synchronize : need to know when it is safe for different processes to use shared data

(1) Synchronization mechanism 


lock (L) 
; LOCKED(=1), FREE(=0)

   <- user-level s/w routine (lock, barrier, etc.)

critical section

   <- h/w-supplied synchronization instructions

unlock (L)

small-scale : un-interruptible instruction or instruction sequence capable of atomic retrieve/chg

large-scale = high-contention & longer latency due to the big interconnection 

(2) Basic Hardware Primitives

- procedure lock (L)

      wait_free:

      
lw    
R1,L

 WRONG !!!

      
bnez  
R1, wait_free

      
swi   
L,LOCKED
- Required capability : atomically read and modify a memory location

* software solution for two-process case : turn & flag[i]/flag[j] (I want to enter the critical section) 

    procedure lock(turn)


flag[i]=true; 


turn=j;


while (flag[j] && turn==j) ;

- Atomic operation - test&set R1,X : set R1 to X and set X to LOCKED



(if X was LOCKED, new X will still be LOCKED and R1 returns LOCKED,



 if X was FREE, new X will be LOCKED but R1 returns FREE)

procedure lock (L)


lwi
R1, LOCKED

    wait_free:


  Right, but Busy-waiting (spin-waiting)

    
test&set  R1,L


    
bnez     R1, wait_free

- Alternatives : Atomic exchange (swap), Fetch-and-increment (fetch-and-add, fetch-and-X)

- Recent alternative (don’t need un-interruptible read-and-write): pair of instructions

“load linked (load locked=ll)” and “store conditional (=sc)”
sc returns SUCCESS (1) if the store was successful (no other intervening write or context swt)

procedure lock (L)

    wait_free:

    
ll  
R1,L

   Busy-waiting


lwi
R2, LOCKED

    
sc
L,R2
; storing R2 (LOCKED) to L will succeed if no intervening write after ll

beqz     R2, wait_free

beqz
R1, wait_free

* How to implement ll/sc – keep track of address specified in link register (L)

* Is it meaningful to multiprocessors only or the same with uniprocessors or any difference ???

- Using the atomic operation, “spin lock” can be implemented 

- “spin lock” = locks that a processor continuously tries to acquire, spinning around a loop


    (assuming : short spin and low latency locking)

-> cache read and update -> continuous cache read/write miss when multiple processes contend

- procedure lock (L)

      wait_free:


  Right, and not busy-waiting


lw
R1,L


bnez
R1, wait_free
   while (Test&Set(L)==LOCKED);


lwi
R1, LOCKED
   ( while ((L==LOCKED) or (Test&Set(L)==LOCKED));

    
test&set  R1,L


    
bnez     R1, wait_free

- procedure lock (L)

      wait_free:


ll
R1,L


bnez
R1, wait_free
  Right, and not busy-waiting


lwi
R1, LOCKED

    
sc  
R1,L


    
beqz     R1, wait_free

(3) Synchronization Performance Challenges and Synchronization Mechanism for Larger-scale Machines

- The spin-lock scheme does not scale well when there are many contenders for the lock

 -> due to the write serialization by, for example, a bus

- What we want : low latency at low contention but low serialization overhead at high contention

- Software solution : “exponential back-off” : delay process when they fail to acquire the lock

- procedure lock (L)


lwi
R2,#1

x=1;

      wait_free: 
 

while ((L==LOCKED) or (Test&Set(L)==LOCKED))


ll
R1,L

Delay(x *= 2);


bnez
R1, wait_free


lwi
R1, LOCKED 
or

    
sc  
R1,L


    
bnez     R1, got_it

x=1;


slli
R2,R2,#1
   ; x2
while ((L==LOCKED) or (Test&Set(L)==LOCKED)) {


pause
R3


while (L==LOCKED);


J
wait_free


Delay(x *= 2)

      got_it:


}

- Barrier and combining tree

- Hardware solution

Queueing lock : keep a list of waiting processes and hand the lock to one when its turn comes



-> no contention (no read/write miss)



-> synchronization controller (in a memory controller or a direcotry controller)



  keeps the list of spinning processors when their miss are sent and selects one



  when the lock becomes freed

* Programming Model

(1) Overview

Centralized shared-memory architecture 
: Shared memory programming model

Distributed memory architecture
<- Scalability

     Multi-computers
: Message passing programming model with PVM , MPI

     Distributed shared-memory (with scalable cache coherency protocol)




: Difficult to program - Its own C or Fortran




: Not portable – HPF

: Need to port lots of F77 code - OpenMP

(2) PVM (Parallel Virtual Machine)

- PVM is a software package that permits a heterogeneous collection of Unix computers hooked together by a network to be used as a single large parallel computer by providing an integrated set of software tools and libraries that emulates a general-purpose, flexible, heterogeneous concurrent computing framework on interconnected computers of varied architecture. 

- The PVM system is composed of two parts. The first part is a daemon that resides on all the computers making up the virtual machine. The second part of the system is a library of PVM interface routines. It contains a functionally complete repertoire of primitives that are needed for cooperation between tasks of an application. This library contains user-callable routines for message passing, spawning processes, coordinating tasks, and modifying the virtual machine.

(3) MPI (Message Passing Interface)

- MPI is a widely used standard for writing message-passing programs for portability and ease-of-use.

a. Design an application programming interface 

b. Allow efficient communication 

c. Allow for implementations that can be used in a heterogeneous environment. 

d. Allow convenient C and Fortran 77 bindings for the interface. 

e. Assume a reliable communication interface 

f. Define an interface that is not too different from current practice 

g. Define an interface that can be implemented on many vendor's platforms 

h. Semantics of the interface should be language independent. 

i. The interface should be designed to allow for thread-safety.

(3) OpenMP

- Why OpenMP ? 

. Message passing is difficult to program - requires data structures be explicitly partitioned

. There is no incremental path to parallelizing an application

. Modern MP provides hardware support for cache coherence

. A large volume of Fortran77 code needed to get parallelized in a portable fashion

- OpenMP is a set of compiler directives and callable runtime library routines that extend Fortran (and separately, C and C++) to express shared memory parallelism.

6. Models of Memory Consistency

(1) Overview

· coherency : P1에 의해 씌여진 데이터가 P2에 의해 정확히 읽힐수 있도록 함

     (P1은 B=1을 언젠가는 읽게 되고, P2는 A=1을 언젠가는 읽게 됨)

   consistency : P2가 올바른 순서대로 읽을 수 있도록 함


     (P1은 A=1을 처리하기 전에 B를 읽을수 있고, P2도 같다면 둘다


      조건문을 성공시킬 수 있음->SC는 둘중 하나만 성공되도록 함)

- P1
A=0;


P2
B=0;

A=1;



B=1;

if (B==0) …


if (A==0)…
- 각 프로세스의 프로그램은 포함된 모든 명령어의 순서를 정하는데 (partial order), 모든 프로세스의 명령어와 합쳐서 total order를 만들어 낸다. 가능한 total order는 매우 많으나 그중 하나를 실현하면 SC를 만족하게 된다.

(2) Sequential consistency (SC)

- “SC requires that the result of any execution be the same as if the accesses executed by each processor were kept in order and the accesses among different processors were interleaved”
<- memory access은 그에 의해 제기되는 모든invalidation이 완료되고서야 다음으로 진행됨

( 이전 memory access가 완성되고서야 다음 memory access를 진행 가능케 함 

  (write buffer에 쓰고 다음 동작으로 진행시킬 수 없음)

- Compiler reordering과 out-of-order processor 기술을 사용하기 곤란해짐

- MIPS R10000는 out-of-order issue이나 in-order completion으로 SC가 쉽게 가능함

(3) Total store ordering (TSO) or Processor consistency

- A read can bypass the buffering of writes (write buffer가 있는 프로세서의 경우, 매우 유용함)

- P1 
A=0;


P2
while (flag==0) ;


A=1;



print A;


flag=1;

· “SC”경우, print “1”
· “TSO”경우, print ‘1”
- P1
A=0;


P2
B=0;

A=1;



B=1;

if (B==0) …


if (A==0)…
· “SC”경우, 둘다 조건문을 만족할 수 없음

· “TSO”경우, 둘다 조건문을 만족할 수 있음 : “membar” 동기화 명령어 삽입 (SPARC)

- SUN SPARC V9’s barrier instruction : rmw,stbar,membar(all writes before it must be done before read)

(4) Weak ordering (WO) / Release consistency (RC)

- No program orders are guaranteed by deafult

- Dynamically scheduled processor기술과 compiler optimization (reordering)을 자유롭게 사용할 수 있는 유일한 모델임

- 필요한 ordering은 synchronization instruction을 이용, barrier로서 작용함 (WO)

- RC에서는 synch를 acquire와 release로 분리하여, 이들 사이의 memory access를 보호함

 (따라서 acquire이전과 release 이후는 순서에 제한이 없다는 점이 WO와 다름)

- Alpha’s “mb”, “wmb” instructions and PowerPC’s “synch” instruction

(5) Summary

- Four memory operation orderings : R->R, R->W, W->R, W->W 

Model
Used in
Ordinary orderings
Synchronization orderings

Sequential consistency
Most machines
R->R, R->W, 

W->R, W->W
S->W, S->R, R->S, W->S, S->S

Total store ordering or processor consistency
IBM 370,

VAX, SPARC
R->R, R->W, 

W->W
S->W, S->R, R->S, W->S, S->S

Partial store order 
SPARC
R->R, R->W
S->W, S->R, R->S, W->S, S->S

Weak ordering
PowerPC

S->W, S->R, R->S, W->S, S->S

Release consistency
Alpha, MIPS

SA->W, SA ->R, R->SR, W-> SR, 

SA -> SA, SA -> SR, SR -> SA, SR -> SR

- Total store ordering : Eliminate W->R if to different addresses, a read can bypass buffering of writes

- Partial store ordering : Eliminate W->W if to different addresses, writes can complete out of order

- Weak ordering : Eliminate R->R and R->W, only ordering are created by synchronization operations

- Release consistency : acquire before access shared data, and then release (Fig.8.40)

* Current Topics in CA

- Latency hiding : Prefetching, Caching, Relaxed memory consistency, Multithreading

(thread switch and something else while waiting for memory latency : 

on a cache miss, on every load, 
on every instruction, 
on instruction block)

- Speculation – Branch prediction (follow both paths), Value prediction (hide cache read time)

- Compiler support (compiler information to run, profile information to re-compile)

- Distributed shared memory (SMP cluster architecture with both shared and distributed memory)

- Message-driven architecture

- Intelligent RAM and MCM (multi chip module)

