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Review and Limits to ILP

* Interest in multiple-issue because wanted to improv e
performance without affecting uniprocessor programm ing
model

» Taking advantage of ILP is conceptually simple, but design
problems are amazingly complex in practice

» Processors of last 5 years (Pentium 4, IBM Power 5, AMD

Opteron) have the same basic structure and similar sustained

issue rates (3 to 4 instructions per clock) as the 1st

dynamically scheduled, multiple-issue processors an nounced

in 1995

— Clocks 10 to 20X faster, caches 4 to 8X bigger, 2t 0 4X as many renaming

registers, and 2X as many load-store units
performance 8 to 16X

» Peak v. delivered performance gap increasing
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Overcoming Limits

» Advances in compiler technology +
significantly new and different hardware
techniques may be able to overcome
limitations assumed in studies

* However, unlikely such advances when
coupled with realistic hardware  will
overcome these limits in near future
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Ideal Machine

Initial HW Model here; MIPS compilers.
Assumptions for ideal/perfect machine to start:

1. Register renaming — infinite virtual registers
=> all register WAW & WAR hazards are avoided

2. Branch prediction - perfect; no mispredictions

3. Jump prediction — all jumps perfectly predicted (return, case)
2 & 3 no control dependencies; perfect speculation & an
unbounded buffer of instructions available

4. Memory-address alias analysis — addresses known & a load
can be moved before a store provided addresses not equal; 1&4
eliminates all but RAW

Also: perfect caches; 1 cycle latency for all instr uctions (FP *./);
unlimited instructions issued/clock cycle;
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Upper Limit to ILP: Ideal Machine

(Figure 3.1) On an ideal machine

The only limitation is data dependency

FP applications have more loop-level parallelism
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Instructions Per Clock

More Realistic HW: Window Impact

Figure 3.2

The set of instructions that is examined
for simultaneous execution ( ~32)
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More Realistic HW Is Assumed

* Window size: 2K instructions
e [ssue limit; 64

» Tournament predictor: 2-level, a total of 8K
entries

» Jump and return predictor: 2K entries, each
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Renaming Register Impact (N int + N fp)

Figure 3.5
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Instructions Per Clock

Memory Address Alias Impact

Figure 3.6
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Performance Beyond ILP

There can be much higher natural
parallelism in some applications
(e.g., Database or Scientific codes)

Explicit Thread Level Parallelism or Data
Level Parallelism

Thread: process with own instructions and
data

— thread may be a process part of a parallel program of
multiple processes, or it may be an independent pro gram

— Each thread has all the state (instructions, data, PC,
register state, and so on) necessary to allow it to execute
Data Level Parallelism : Perform identical
operations on data, and lots of data
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(= Thread (computer science) - Wikipedia, the free encyclopedia - Windows Internet Explorer

e

g y i\v httpiffen, wikipedia, orgfwikif Thread_%:28computer_science®:29 Vl e A8 | odle | Peihs

File Edit Wew Favorites Tools Help

v o |33|' |eparamount.... !\\{;’Thread(..‘ X iMGmaiI-Inbo... | ‘ C G- B - o= v lPage - 03 Tools - @
f Wikipedia is sustained by people like you. Please donate today 2 Sign in / create account ~
' article discussion edit this page history
o - Find out more about nawgating Wikipedia and finding information -
<Cin o Thread (computer science)
&y ‘;_-sn From Wikipedia, the free encyclopedia
W‘ IKIPEDIA = This article or section is missing citations or needs
The Free Encyclopedia @ footnotes. =
]
navigation ‘Q Using inline citstions helps guard against copyright vislstions and factual
= [ain page inaccuracies.
= Contents For the form of code consisting entirely of subroutine calls, see Threaded code.
= Featured content
w Current events A thread in computer science is short for a thread of Process
= Random aricle execution. Threads are a way for a program to fork (or split)
- itself into two or more simultaneously (or pseudo-
interaction :
S — simultaneously) running tasks. Threads and processes
= AboutiWligpedia differ from one operating system to another but, in general, =
= Community portal . R i B
a thread is contained inside a process and different threads =
= Recent changes iR B
= Contact Wikipedia of the same process share some resources while different
= Donate to Wikipedia processes do not.
= Help | | Multiple threads can be executed in parallel on many
search computer systems. This mulfithreading generally occurs A process with two threads of &7
| | || by time slicing (similar to time-division multiplexing). exscution.
L | wherein a single processor switches between different
Go Search thepads in which case the nrocecsing is oot literally simultansons for the singls nracessar |

Multithreading on a Processor

* Find a way to “hide” true data dependency stalls,
cache miss stalls, and branch stalls by finding
instructions (from other process threads) that are
independent of those stalling instructions

» Multithreading — increase the utilization of resource S
on a chip by allowing multiple processes ( threads ) to
share the functional units of a single processor

— Processor must duplicate the state hardware for eac h thread — a
separate register file, PC, instruction buffer, and store buffer for
each thread

— The caches, TLBs, BHT, BTB can be shared (although  the miss
rates may increase if they are not sized accordingl  y)

— The memory can be shared through virtual memory mec hanisms
— Hardware must support efficient thread context swit ching
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Types of Multithreading

* Fine-grain — switch threads on every instruction
issue
— Round-robin thread interleaving (skipping stalled t hreads)
— Processor must be able to switch threads on every ¢ lock cycle

— Advantage — can hide throughput losses that come fro m both
short and long stalls

— Disadvantage — slows down the execution of an indivi dual thread
since a thread that is ready to execute without sta  lIs is delayed by
instructions from other threads

» Coarse-grain — switches threads only on costly
stalls (e.g., L2 cache misses)

— Advantages — thread switching doesn’t have to be ess entially free
and much less likely to slow down the execution of an individual
thread

— Disadvantage — limited, due to pipeline start-up cos ts, in its ability
to overcome throughput loss

» Pipeline must be flushed and refilled on thread swi tches

11/1/2007 15

Multithreaded Example: Sun’s Niagara
(UltraSparc T1)

 Eight fine grain multithreaded single-issue, in-ord
(no speculation, no dynamic branch prediction)

¢}
=
(@]
o
=
D

Ultra Il Niagara (% (% (% (% § § § §
Data width 64-b 64-b B EEE
7 2
Clock rate 1.2 GHz 1.0 GHz P (P [ i ) I
Zl=zl==1=1=1=|=
Cache 32K/64K/ (8M | 16K/BK/3M || z| zl zl zl 2l 2] 2| =
(I/DIL2) external) i I I B
Issue rate 4 issue 1 issue 110
Pipe stages | 14 stages 6 stages Crossbar fSr? Crfs
BHT entries | 16K x 2-b None
TLB entries | 1281/512D 641/64D 4-way banked: L2%
Memory BW | 2.4 GB/s ~20GB/s A
Transistors 29 million 200 million : : :
Power (max) S3 W <60 W F{Aemoryicomrolllbrs

*L1$: 4-way, 16KB(l), 8KB(D)/core
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Niagara Integer Pipeline

» Cores are simple (single-issue, 6 stage, no

branch prediction), small, and power-efficient
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Do both ILP and TLP?

* TLP and ILP exploit two different kinds of
parallel structure in a program

e Could a processor oriented at ILP to
exploit TLP?

— functional units are often idle in data path design ed for
ILP because of either stalls or dependences in the code

 Could the TLP be used as a source of
independent instructions that might keep
the processor busy during stalls?

* Could TLP be used to employ the
functional units that would otherwise lie
idle when insufficient ILP exists?
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Simultaneous Multithreading (SMT)

* A variation on multithreading that uses the
resources of a multiple-issue, dynamically
scheduled processor (superscalar) to exploit both
program ILP and thread-level parallelism (TLP)

— Most SS processors have more machine level parallel  ism than
most programs can effectively use (i.e., than have ILP)

— With register renaming and dynamic scheduling, mult iple
instructions from independent threads can be issued without
regard to dependencies among them

» Need separate rename tables (ROBs) for each thread

» Need the capability to commit from multiple threads (i.e., from
multiple ROBs) in one cycle

* Intel's Pentium 4 SMT called hyperthreading

— Supports just two threads (doubles the architecture state)
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Lack of ILP

hreading on a 4-way SS Processor

Issue slots
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Design Challenges in SMT

» Since SMT makes sense only with fine-grained
implementation, impact of fine-grained scheduling
on single thread performance?

» Larger register file needed to hold multiple contex  ts

» Not affecting clock cycle time, especially in

— Instruction issue - more candidate instructions need

considered

— Instruction completion - choosing which instructions

may be challenging

to be

to commit

» Ensuring that cache and TLB conflicts generated
by SMT do not degrade performance
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Power 5. 8 execution units in
out-of-order engine, each may
Issue an instruction each cycle.
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Power 5 data flow ...
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Why only 2 threads? With 4, one of the
shared resources (physical registers, cache,
memory bandwidth) would be prone to
bottleneck

Initial Performance of SMT

» Pentium 4 Extreme SMT yields 1.01 speedup for
SPECint_rate benchmark and 1.07 for SPECfp_rate
— Pentium 4 is dual threaded SMT

— SPECRate requires that each SPEC benchmark be runag ainst a
vendor-selected number of copies of the same benchm ark

* Running on Pentium 4 each of 26 SPEC

benchmarks paired with every other (26 2 runs)
speed-ups from 0.90 to 1.58; average was 1.20

* Power 5, 8 processor server 1.23 faster for
SPECint_rate with SMT, 1.16 faster for SPECfp_rate

» Power 5 running 2 copies of each app speedup
between 0.89 and 1.41

— Most gained some
— FI.Pt. apps had most cache conflicts and leastgain s
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Head to Head ILP competition

Processor Micro architecture Fetch / FU Clock | Transis | Power
Issue / Rate -tors
Execute (GHz) | Die size
Intel Speculative 3/3/4 | 7int. | 3.8 |125M | 115
Pentium dynamically 1FP 122 W
4 scheduled; deeply mm?
Extreme pipelined; SMT
AMD Speculative 3/3/4 6int. | 2.8 |114M | 104
Athlon 64 dynamically 3FP 115 W
FX-57 scheduled mm?

IBM Speculative 8/4/8 6int. | 1.9 | 200 M | 80W
Power5 dynamically 2FP 300 | (est.)
(1 CPU scheduled; SMT; mm?

only) 2 CPU cores/chip (est.)

Intel Statically 6/5/11 | 9int. | 1.6 |592M | 130

[tanium 2 scheduled 2FP 423 W
VLIW-style mm?
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Performance on SPECIint2000
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SPEC Ratio

Performance on SPECfp2000
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No Silver Bullet for ILP

* No obvious over all leader in performance

* The AMD Athlon leads on SPECInt performance
followed by the Pentium 4, Itanium 2, and Power5

* Itanium 2 and Power5, which perform similarly on
SPECFP, clearly dominate the Athlon and
Pentium 4 on SPECFP

* Itanium 2 is the most inefficient processor both
for Fl. Pt. and integer code for all but one
efficiency measure (SPECFP/Watt)

» Athlon and Pentium 4 both make good use of
transistors and area in terms of efficiency,

* IBM Power5 is the most effective user of energy
on SPECFP and essentially tied on SPECINT
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Limits to ILP

» Doubling issue rates above today’s 3-6
instructions per clock, say to 6 to 12 instructions :
probably requires a processor to
— issue 3 or 4 data memory accesses per cycle,
— resolve 2 or 3 branches per cycle,
— rename and access more than 20 registers per cycle, and
— fetch 12 to 24 instructions per cycle.

* The complexities of implementing these
capabilities is likely to mean sacrifices in the
maximum clock rate

— E.g, widest issue processor is the Itanium 2, but it also has
the slowest clock rate, despite the fact that it co nsumes the

most power!
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Limits to ILP
» Most techniques for increasing performance increase power
consumption
* The key question is whether a technique is  energy efficient :
does it increase power consumption faster than it i ncreases
performance?
» Multiple issue processors techniques all are energy
inefficient:

1. Issuing multiple instructions incurs some overhea d in logic that
grows faster than the issue rate grows

2. Growing gap between peak issue rates and sustaine  d
performance

*  Number of transistors switching = f(peak issue rate) , and

performance = f( sustained rate),

growing gap between peak and sustained performance
increasing energy per unit of performance
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And in conclusion ...

Limits to ILP (power efficiency, compilers,
dependencies ...) seem to limit to 3 to 6 issue for
practical options

Explicitly parallel (Data level parallelism or
Thread level parallelism) is next step to
performance
Coarse grain vs. Fine grained multihreading

— Only on big stall vs. every clock cycle
Simultaneous Multithreading if fine grained
multithreading based on OOO superscalar
microarchitecture

— Instead of replicating registers, reuse rename regi  sters

Itanium/EPIC/VLIW is not a breakthrough in ILP
Balance of ILP and TLP decided in marketplace
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