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Caches are used to reduce

* Must provide hardware for
synchronization

» Bus traffic and bandwidth limits scalability (<~ 36
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Performance of Symmetric Shared-Memory
Multiprocessors

Cache performance is combination of

1. Uniprocessor cache miss traffic
e Compulsory (cold) misses
» Capacity misses
» Conflict misses

2. MP cache miss traffic

» Coherence misses: results in invalidations and
subsequent cache misses

Coherency Misses

1. True sharing misses arise from the
communication of data through the cache
coherence mechanism
¢ Invalidates due to 1 st write to shared block
¢ Reads by another CPU of modified block in different cache
¢ Miss would still occur if block size were 1 word

2. False sharing misses when a block is
invalidated because some word in the block,
other than the one being read, is written into

¢ Invalidation does not cause a hew value to be
communicated, but only causes an extra cache miss

¢ Block is shared, but no word in block is actually s hared
miss would not occur if block size were 1 word




Example: True vs. False Sharing vs. Hit?

* Assume x1 and x2 in same cache block.
P1 and P2 both read x1 and x2 before.

Time P1 P2 True, False, Hit? Why?
1 | Write x1 True miss; invalidate x1 in P2
2 Read X2 |False miss; x1 irrelevant to P2
3 | Write x1 False miss; x1 irrelevant to P2
4 Write X2 |False miss; x1 irrelevant to P2
5 | Readx2 True miss; invalidate x2 in P1

MP Performance 4 Processor

Commercial Workload: OLTP, Decision

Support (Database), Search Engine
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Network Connected Multiprocessors

Arocesso;\ /Processor Processor
Cache Cache Cache
?
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Memory Memory Memory
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Interconnecti% Network (W

» Either a single addr Space (NUMA and ccNUMA)
with implicit processgr communication via loads and
stores or multiple private memories  with message
passing communication with sends and receives

“Interconnection network supports interprocessor comm unication

| E—

Communication in Network Connected MP

 Implicit communication via loads and stores

— hardware designers have to provide coherent caches and process
synchronization primitive

— lower communication overhead
— harder to overlap computation with communication

— more efficient to use an address to remote data whe  n demanded
rather than to send for itin case it  might be used (such a machine
has distributed shared memory (DSM))

» Explicit communication via sends and receives
— simplest solution for hardware designers
— higher communication overhead
— easier to overlap computation with communication
— easier for the programmer to optimize communication
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MPI (Message Passing Interface)

e History
— Began at Williamsburg Workshop in April, 1992
— Organized at Supercomputing ‘92 (November)

— Pre-final draft at Supercomputing ‘93 with 2-month public comment
period

— Final version of draft in May, 1994

» MPI is a message-passing library specification
— message-passing model
— not a compiler specification nor a specific product

 MPI Lacks

— Mechanism for process creation (fixed number of pro cesses from
start to finish)

— One sided communication (put, get, active messages)
— Language binding for Fortran 90 and C++
— _Time constraint




More History

e MPI-1
— May, 1994
— June, 1995
— July, 1997

e MPI-2
— Nov., 1996
— Jan.-May, 1997
— July, 1997

MPI 1.0 Publication
MPI 1.1 Enhanced Publication
MPI 1.2 Enhanced Publication

Draft opened at Supercomputing ‘96
Public comment
MPI-2 Publication

MPI APIs (6 basic, total 125)

* Initializing MPI

— MPI_Init(int *argc, char **argv)

« MPI_COMM_WORLD Communicator

— MPI_Comm_rank(MPI_Comm comm, int *rank) : identify
— MPI_Comm_size(MPI_Comm comm, int *size) : number of

processes
» Exiting MPI
— MPI_Finalize()

» Point-to-point communication

— MPI_Ssend(void *buf, int count, MPI_Datatype datatype, int
dest, int tag, MPI_Comm comm)

— MPI_Recv(void *buf, int count, MPI_Datatype datatype, int
source, int tag, MPI_Comm comm, MP|_Status *status)

— MPI_Issend(buf, count, datatype, dest, tag, comm, h  andle)
— MPI_Irecv(bufm count, datatype, src, tag, comm, hand le)




Collective Communication

» Characteristics
— Collective action over a communicator
— all processes must communicate
— synchronization may or may not occur
— all collective operations are blocking
— no tags
— receive buffers must be exactly the right size

* Types
— Barrier : MPI_Barrier (MPI_Comm comm)

— Broadcast : MPI_Bcast(void *buffer, int count, MPI_da  tatype,
int root, MPI_Comm comm)

— Scatter, gather, reduction : (ex) MPI_Reduce (&x, & result, 1,
MPI_INT, MPI_SUM, 0, MPI_COMM_WORLD) : sum of all * x”

values and save to “result”

MPI: Example

Program compute_pi

include ‘mpif.h’

double precision mypi, pi, w, sum, x, f, a
integer n, myid, numproc, i, rc

f(a) =4.d0/(1.d0O+a*a)

call MPI_INIT (ierr)

call MPI_COMM_RANK(MPI_COMM_WORLD, myid,
ierr)

call MPI_COMM_SIZE(MPI_COMM_WORLD, numproc,
ierr)

if (myid .eq. 0) then
print *, ‘Enter number of intervals:’
read *, n

endif

call MPI_BCAST(n, 1, MPI_INTEGER, 0,
$ MPI_COMM_WORLD, ierr)
w=1.0d0/n
sum = 0.0d0
do i = myid+1, n, numproc
X =w * (i - 0.5d0)
sum = sum + f(x)
enddo

mypi = w * sum

call MPI_REDUCE(mypi, pi, 1, MPI_
$ DOUBLE_PRECISION, MPI_SUM, O,
$ MPI_COMM_WORLD, ierr)

if (myid .eq. 0) then
print *, ‘computed pi =, pi
endif

call MPI_FINALIZE(rc)
stop
end
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OpenMP: Overview

Application programming interface (API)

for shared memory parallel programming
— what the application programmer inserts into code t o]

make it run in parallel

— Fortran 77, Fortran 90, C & C++
— Multi-vendor support, for both UNIX and NT

Standardizes fine grained (loop)

parallelism.

Also supports coarse grained algorithms.
Based on compiler directives and runtime

library calls.

OpenMP: Comparison

* VS.

MPI
Not for shared memory multiprocessors
MPI is difficult to program

MPI requires that the program’s data structures be explicitly
partitioned in order to run in parallel

. Pthreads

Pthreads is an accepted standard for shared memory
Pthreads is targeting task parallelism, not data par  allelism
Pthreads is not targeted at the technical, HPC probl  ems

There is little Fortran support and itisnotasca  lable
approach (large volume of Fortran 77 code)

. HPF

HPF is for distributed memory systems

11



OpenMP: Example

Program compute_pi

integer n, |

double precision w, x, sum, p, f, a
f(a) =4.d0/ (1.d0 + a*a)

print *, ‘Enter number of intervals:’
read *, n

w=1.d0/n
sum = 0.0d0

IOMP PARALLEL DO PRIVATE(x),

SHARED(w)

IOMP& REDUCTION (+: sum)
doi=1,n

X =w * (i - 0.5d0)

sum = sum + f(x)
enddo
pi =w * sum
print *, ‘computed pi =, pi
stop
end

« Program execution begins as a single process

* When first encounter a parallel construct, t
runtime forms a team of processes
« Loop index ‘i" is private by default

« ‘enddo’ terminates the parallel region, which

is an implied barrier, and the initial process
resumes execution

« ‘fork/join’ model

* No need to decompose data

* No need to know/specify the number of
processors

ne
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network (IN)

Interconnection

12



IN Performance Metrics

Network cost
— number of switches

— number of (bidirectional) links on a switch to conn ect to the
network (plus one link to connect to the processor)

— width in bits per link, length of link

Network bandwidth (NB) — represents the best case
— bandwidth of each link * number of links

Bisection bandwidth (BB) — represents the worst
case
— divide the machine in two parts, each with half the nodes and sum
the bandwidth of the links that cross the dividing line
Other IN performance issues
— latency on an unloaded network to send and receive messages
— throughput — maximum # of messages transmitted per u nit time
— # routing hops worst case, congestion control and d elay

Bus IN

S

network switch

Processor
node

» N processors, 1 switch ( @ 1 link (the bus)
* Only 1 simultaneous transfer at a time

— NB = link (bus) bandwidth * 1

— BB =link (bus) bandwidth * 1

13



Ring IN

077 999

* N processors, N switches, 2 links/switch, N links

* N simultaneous transfers
— NB = link bandwidth * N
— BB = link bandwidth * 2

» Ifalinkis as fast as a bus, theringisonly twi  ce as
fast as a bus in the worst case, but is N times fas  ter
in the best case

Fully Connected IN

v

* N processors, N switches, N-1 links/switch,
(N*(N-1))/2 links
* N simultaneous transfers
— NB = link bandwidth * (N*(N-1))/2
— BB = link bandwidth * (N/2) 2

14



Crossbar (Xbar) Connected IN

] elelele
[ elelee
] e el e
] elelele

» N processors, N 2 switches (unidirectional),2
links/switch, N 2 links

* N simultaneous transfers
— NB = link bandwidth * N
— BB = link bandwidth * N/2

Earth Simulator (Japan)
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Earth Simulator (Japan)
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Earth Simulator (Japan)

Interconnection Netwaork

+ Interconnection Network (IN} -
{Control) (Dt Switching)
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Dta Sasiteh Linig
o

AL

M o2 st o |
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Hypercube (Binary N cube)

2-cube 3-cube

* N processors, N switches, logN links/switch,
(NlogN)/2 links
* N simultaneous transfers
— NB = link bandwidth * (NlogN)/2
— BB =link bandwidth * N/2
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2D and 3D Mesh/Toru ct

o,

* N processors, N switches, 2, 3, 442D tofus) or 6 (
torus) links/switch, 4N/2 links or 6N/2 links

* N simultaneous transfers
— NB = link bandwidth * 4N or link bandwidth * 6N
— BB =link bandwidth*2 N %2 or link bandwidth*2 N 273

3D

Cray T3E

» Performance: 115 Gflops
* Memory: 16 GB
* No. CPUs: 128+

(= P e | —

A A NS
T i Tl

A
S R R
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Fat Tree

A, AR

* N processors, log(N-1)*logN switches, 2 up + 4 down
= 6 links/switch, N*logN links
* N simultaneous transfers
— NB = link bandwidth * NlogN
— BB =link bandwidth * 4

Fat Tree

» Trees are good structures. People in CS use

them all the time. Suppose we wanted to make a
tree network.

* Any time A wants to send to C, it ties up the upper
links, so that B can't send to D.

— The bisection bandwidth on a tree is horrible - 1 li nk, at all times
» The solution is to 'thicken' the upper links.
— More links as the tree gets thicker increases the b isection

» Rather than design a bunch of N-port switches, use
pairs

19



SGI NUMAIInk Fat Tree

IN Comparison
* For a 64 processor system

Bus Ring 2D 6-cube Fully
Torus connected
Network 1
bandwidth
Bisection 1
bandwidth
Total # of 1
Switches
Links per
switch
Total # of 1
links
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IN Comparison

 For a 64 processor system

Bus Ring 2D 6-cube Fully
Torus connected
lt\)la?rgvg\(l)v:gth 1 64 256 192 2016
Bisection 1
bandwidth 2 16 32 1024
Total # of 1
switches 64 64 64 64
Links per
switch 2+1 4+1 647 63+1
'I_'otal #_of 1
links (bidi) 64+64 | 128+64 | 192+64 2016+64
Network Connected Multiprocessors
Proc Proc # Proc IN BW/link
Speed Topology | (MB/sec)
SGl Origin R16000 128 fat tree 800
Cray 3TE Alpha 300MHz | 2,048 3D torus 600
21164
Intel ASCI Intel 333MHz | 9,632 mesh 800
Red
IBM ASCI Power3 375MHz | 8,192 multistag | 500
White e Omega
NEC ES SX-5 500MHz | 640*8 640-xbar | 16000
NASA Intel 1.5GHz | 512*20 | fat tree,
Columbia Itanium?2 Infiniband
IBM BG/L Power PC | 0.7GHz | 65,536*2 | 3D torus,
440 fat tree,
barrier

21



IBM BlueGene

512-node proto BlueGene/L
Peak Perf 1.0-/-2.0-TFlops/s—{-180-/-360-TFlops/s
Memory Size 128 GByte 16/ 32 TByte
Foot Print 9 sq feet 2500 sq feet
Total Power 9 KW 1.5 MW

# Processors

512 dual proc

65,536 dual proc

Networks 3D Torus, Tree, 3D Torus, Tree,
Barrier Barrier
Torus BW 3 Blcycle 3 Blcycle

A BlueGene/L Chip

32K/32K L1 LLCBIs
128 | 2kB 256
440 CPU L2
55
Double FPU |~ /s o 16KB 4&8
700 MHz Multiport ECC
256 SRAM eDRAM
32K/32K L1 buffer .
128| 7kB 128B line
440 CPU L2 256 8-way assoc
5.5
Double FPU |~ /s 11GB/s
i
Ghit ¢ H DDR
ethernet | 3D torus | | Fat tree | | Barrier | control
1 8
! 1 { i !
6 in, 6 out 3in, 3 out 4 global 144b DDR
1.6GHz 350MHz barriers 256MB
1.4Gb/s link 2.8Gb/s link 5.5GB/s

22



Contents in Chapter 4

Distributed non-shared memory MP is called
“multi-computer”: Data sharing is via message
passing
— Message passing interface (MPI)
— Parallel virtual machine (PVM)
» Shared-memory MP: Cache coherency
— Centralized (shared) memory MP (or SMP) : Snooping (4.2)
— Distributed (shared) memory MP _: Directory-based (4.4)
» Multithreading, OpenMP
» Coherence traffic and Performance on MP (4.3)
* Process synchronization (4.5)

* Memory consistency (4.6)

Cache Coherency in NUMAs

» For performance reasons we want to allow the shared
data to be stored in caches

» Once again have multiple copies of the same data
with the same address in different processors
— bus snooping won't work , since there is no single bus on which all
memory references are broadcast
» Directory-base protocols

— keep a directory thatis a repository for the state of every block i n
main memory (which caches have copies, whether it i s dirty, etc.)

— directory entries can be distributed (sharing statu s of a block
always in a single known location) to reduce contention

— directory controller sends explicit commands over t he IN to each
processor that has a copy of the data

23



Scalable Approach: Directories

* Every memory block has associated directory
information
— keeps track of copies of cached blocks and their st ates

— on amiss, find directory entry, look it up, and co mmunicate
only with the nodes that have copies if necessary

— in scalable networks, communication with directory and
copies is through network transactions
* Many alternatives for organizing directory
information

Scalable Approach: Directories

24



Basic Operation of Directory

[ XX}
[ cache | [ cache | « k processors.
¢ With each cache-block in memory:
| Interconnection Network | k presence-bits, 1 dirty-bit
I I ¢ With each cache-block in cache:
Memory =l LILL ',' Directory 1 valid bit, and 1 dirty (owner) bit

rooov
presence bits  dirty bit
* Read from main memory by processor i:
« If dirty-bit OFF then { read from main memory; tu  rn p[i] ON; }

« if dirty-bit ON then { recall line from dirty p  roc (cache state to
shared); update memory; turn dirty-bit OFF; turn p[ i] ON;
supply recalled data to i;}

« Write to main memory by processor i

« If dirty-bit OFF then { supply data to i; send in  validations to all
caches that have the block; turn dirty-bit ON; turn pli] ON; ... }

Directory Protocol

» Similar to Snoopy Protocol: Three states
— Shared: 1 processors have data, memory up-to-date
— Uncached (no processor hasit; not valid in any cache)
— Exclusive : 1 processor ( owner) has data;
memory out-of-date
* In addition to cache state, must track  which
processors have data when in the shared state
(usually bit vector, 1 if processor has copy)
» Keep it simple(r):
— Writes to non-exclusive data
=> write miss
— Processor blocks until access completes

— Assume messages received
and acted upon in order sent

25



Directory Protocol

* No bus and don’'t want to broadcast:
— interconnect no longer single arbitration point
— all messages have explicit responses

» Terms: typically 3 processors involved
— Local node where a request originates

— Home node where the memory location
of an address resides

— Remote node has a copy of a cache
block, whether exclusive or shared
» Example messages on next slide:
P = processor number, A = address

Directory Protocol Messages  (Fig 4.22)
Message type Source Destination Msg Content
Read miss Local cache P, A

— Processor P reads data at address A;

make P a read sharer and request data

Write miss Local cache P, A
— Processor P has a write miss at address A;
make P the exclusive owner and request data
Invalidate Remote caches A
— Invalidate a shared copy at address A
Fetch Remote cache A
— Fetch the block at address A and send it to its hom e directory;
change the state of A in the remote cache to shared
Fetch/Invalidate Remote cache A
— Fetch the block at address A and send it to its hom e directory;
invalidate the block in the cache
Data value reply Local cache Data
— Return a data value from the home memory (read miss response)
Data write back Remote cache A, Data
— Write back a data value for address A (invalidater  esponse)

26



State Transition Diagram for One Cache
Block in Directory Based System

» States identical to snoopy case;
transactions very similar.

* Transitions caused by read misses, write
misses, invalidates, data fetch requests

» Generates read miss & write miss msg
to home directory.

» Write misses that were broadcast on the
bus for snooping => explicit invalidate &
data fetch requests.

* Note: on a write, a cache block is bigger,
so need to read the full cache block

Cache and Directory States

» State of a cache block
— Invalid
— Shared
— Exclusive

» State of a memory block (directory)
— Uncached
— Shared
— Exclusive

* Read a block but only one block in the system
— Is it Shared or Exclusive?

27



Cache and Directory States

P1 ) = P3 P4 é:;
Q Q 5 A(dirty)
A
B D

B

P5 P6 P7 P8

CPU -Cache State Machine

CPU Read hit

» State machine
for CPU requests

for each Invalid J  Shared
memory block CPU Read (readfonly)
. Send Read Miss
* Invalid state message
if in memory CPU Write:
Send Write Miss CPU Write

msg to h.d. Send Write Miss msg

to home directory

Exclusive
(read/write)
CPU read hit
CPU write hit




CPU -Cache State Machine

» State machine
for CPU requests
for each
memory block

* Invalid state
if in memory

Shared
(read/only)

CPU read miss:
Send Read Miss

CPU read miss: send Data
Write Back message and
read miss to home directory

Exclusive
(read/write)
CPU write miss:

send Data Write Back message
and Write Miss to home directory

CPU -Cache State Machine

» State machine
for CPU requests
for each
memory block

* Invalid state
if in memory

Shared
(read/only)

send Data Write Back message

to home directory Fetch: send Data Write Back

message to home directory

Exclusive
(read/write)
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CPU -Cache State Machine

CPU Read hit

» State machine
for CPU requests

for each invalid { onro
memory block CPURead  \ "ea@ony)
. Send Read Miss
* Invalid state message CPU read miss:
if in memory CPU Write: Send Read Miss
Send Write Miss CPU Write: Send
msg to h.d. Write Miss message

to home directory

Fetch: send Data Write Back
message to home directory
CPU read miss: send Data
Write Back message and

read miss to home directory

send Data Write Back message
to home directory

Exclusive
(read/write)
CPU read hit
CPU write hit

CPU write miss:
send Data Write Back message
and Write Miss to home directory

State Transition Diagram for Directory

* Same states & structure as the transition
diagram for an individual cache

» 2 actions: update of directory state &
send messages to satisfy requests

» Tracks all copies of memory block

» Also indicates an action that updates the
sharing set, Sharers, as well as sending
a message

30



Directory State Machine

» State machine Read miss:
for Directory Sharers = {P}
requests for each send Data Value

Read miss:
Sharers += {P};
send Data Value Reply

Repl Shared
memory block Uncached | =S (read only)
» Uncached state
if in memory

Read miss:

send Fetch;

Exclusive
(read/write)

Sharers += {P};

(Write back block)
send Data Value Reply
msg to remote cache

Directory State Machine

« State machine

for Directory
requests for each

memory block Uncached
» Uncached state

if in memory Write Miss:
Sharers = {P},
send Data
Value Reply
msg

Write Miss:

Sharers = {P};

send Fetch/Invalidate;
send Data Value Reply
msg to remote cache

Exclusive
(read/write)

Shared
(read only)

Write Miss:

send Invalidate

to Sharers;

then Sharers = {P},
send Data Value
Reply msg

31



Directory State Machine

» State machine
for Directory
requests for each
memory block Uncached

* Uncached state
if in memory

Data Write Back:
Sharers = {}
(Write back block)

Exclusive

(read/write)

Shared

(read only)

Directory State Machine

» State machine
for Directory
requests for each
memory block

Read miss:
Sharers = {P}
send Data Value

Uncached ).RePlY

Read miss:
Sharers += {P};
send Data Value Reply

Shared

* Uncached state

(read only)

if in memory Write Miss: Sirite Miss:
Data Write Back: f:na éeéz;{P}; send Invalidate
_ Sharers = {} Value Reply to Sharers; o
(Write back block) msg then Sharers = {P},

Write Miss:

Sharers = {P};

send Fetch/Invalidate;
send Data Value Reply
msg to remote cache

Exclusive
(read/write)

send Data Value
Reply msg

Read miss:

Sharers += {P};

send Fetch;

send Data Value Reply

msg to remote cache

(Write back block)
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Directory Protocol Messages  (Fig 4.22)
Message type Source Destination Msg Content
Read miss Local cache P, A

— Processor P reads data at address A;
make P a read sharer and request data

Write miss Local cache P, A

— Processor P has a write miss at address A;
make P the exclusive owner and request data

Invalidate Remote caches A
— Invalidate a shared copy at address A
Fetch Remote cache A

— Fetch the block at address A and send it to its hom e directory;
change the state of A in the remote cache to shared

Fetch/Invalidate Remote cache A

— Fetch the block at address A and send it to its hom e directory;
invalidate the block in the cache

Data value reply Local cache Data
— Return a data value from the home memory (read miss response)
Data write back Remote cache A, Data

— Write back a data value for address A (invalidater  esponse)

Example Directory Protocol

* Message sent to directory causes two actions:
— Update the directory
— More messages to satisfy request

* Block isin Uncached state: the copy in memory is the
current value; only possible requests for that bloc k are:

— Read miss : requesting processor sent data from memory &reque stor made
only sharing node; state of block made Shared.

— Write miss : requesting processor is sent the value & becomes the Sharing
node. The block is made Exclusive to indicate that the only valid copy is
cached. Sharers indicates the identity of the owner

* Block is Shared =>the memory value is up-to-date:

— Read miss : requesting processor is sent back the data from m emory &
requesting processor is added to the sharing set.

— Write miss : requesting processor is sent the value. All proce ssors in the
set Sharers are sent invalidate messages, & Sharers  is set to identity of
requesting processor. The state of the block is mad e Exclusive.
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Example Directory Protocol

* Block is Exclusive : current value of the block is held in
the cache of the processor identified by the set Sh  arers
(the owner) => three possible directory requests:

— Read miss : owner processor sent data fetch message, causing state of
block in owner’s cache to transition to Shared and causes owner to send
data to directory, where it is written to memory & sent back to
requesting processor.

Identity of requesting processor is added to set Sh arers, which still
contains the identity of the processor that was the owner (since it still
has a readable copy). State is shared.

— Data write-back : owner processor is replacing the block and hence must
write it back, making memory copy up-to-date
(the home directory essentially becomes the owner), the block is now
Uncached, and the Sharer set is empty.

— Write miss : block has a new owner. A message is senttooldo  wner
causing the cache to send the value of the block to the directory from
which it is sent to the requesting processor, which becomes the new
owner. Sharers is set to identity of new owner, and state of block is
made Exclusive.

P3 writes to A, 10

P1 P2 P3 P4
A c A(10): E
B D
A:{P3},E
Data Value Reply (P3, A, 0) Write Miss (P1, A)

P5 P6 P7 P8




P8 reads A

P1 P2
A C
B D
A: {P3},E

Fetch (P3, A)

P3

A(10): E

Write Back (P1, A, 10)

P4

Read Miss (P1, A)

P5 P6 P7 P8
P8 reads A
P1 P2 P3 P4
A(10): S
A c (10)
B D
A: {P3, P8}, S
Fetch (H3, A) Write Back (P1, A, 10)

Data Reply (P8, A, 10)

P5 P6

P7

Read Miss (P1, A)

P8

A(10): S
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P8 writes A, 20

P1 P2 P3 P4
A(10): S
A C (10
B D
A: {P3, P8}, S
Invalidate (P3 & P8) Write Miss* (P1, A)
P5 P6 P7 P8
A(10): S
P8 writes A, 20
P1 P2 P3 P4
Al
A C
B D
A: {P8}, E
Invalidage (P3 & P8) Write Miss* (P1, A)
Data Reply (P8, A, 10)
P5 P6 P7 P8

A(10): S
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P8 writes A, 20

P1 P2 P3

A C
B D

A {P8}, E

Invalidage (P3 & P8)
Data Reply (P8, A, 10)

P5 P6 P7

P4

P8

Write Miss* (P1, A)

A(20): E

Summary

Two-level “hierarchy”

Individual nodes are multiprocessors, connected non

hiearchically
— e.g. mesh of SMPs

Coherence across nodes is directory-based
— directory keeps track of nodes, not individual proc

essors

Coherence within nodes is snooping or directory

— orthogonal, but needs a good interface of functiona
SMP on a chip directory + snoop?

lity
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Conclusion

+ Caches contain all information on state of
cached memory blocks

 Snooping cache over shared medium for smaller
MP by invalidating other cached copies on write

» Sharing cached data Coherence (values
returned by a read), Consistency (when a written
value will be returned by a read)

« Snooping and Directory Protocols similar; bus
makes snooping easier because of broadcast
(snooping => uniform memory access)

» Directory has extra data structure to keep track
of state of all cache blocks

« Distributing directory => scalable shared
address multiprocessor
=> Cache coherent, Non uniform memory access
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