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Chapter Nine
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Multiprocessors

• Idea:  create powerful computers by connecting many  smaller ones

good news:   works for timesharing (better than sup ercomputer)
vector processing may be coming back

bad news:   its really hard to write good concurren t programs
many commercial failures
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Uniprocessor Performance (SPECint)

• VAX : 25%/year 1978 to 1986
• RISC + x86: 52%/year 1986 to 2002
• RISC + x86: ??%/year 2002 to present

From Hennessy and Patterson, 
Computer Architecture: A Quantitative 
Approach, 4th edition, 2006
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Flynn’s Taxonomy

• Flynn classified by data and control streams in 196 6

• SIMD � Data Level Parallelism
• MIMD � Thread Level Parallelism
• MIMD popular because 

– Flexible: N pgms and 1 multithreaded pgm
– Cost-effective: same MPU in desktop & MIMD

Multiple Instruction Multiple Data 
MIMD (Clusters, SMP servers)

Multiple Instruction Single Data 
(MISD) (????)

Single Instruction Multiple Data 
SIMD (single PC: Vector, CM-2)

Single Instruction Single Data 
(SISD) (Uniprocessor)

M.J. Flynn, "Very High-Speed Computers", 
Proc. of the IEEE , V 54, 1900-1909, Dec. 1966.
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SIMD Processors

• Single control unit
• Multiple datapaths (processing elements – PEs) runnin g in parallel

– PEs are interconnected (usually via a mesh or torus)  and 
exchange/share data as directed by the control unit

– Each PE performs the same operation on its own loca l data
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Example SIMD Machines
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MIMD: Centralized vs. Distributed Memory
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MIMD: Shared Memory or Message-Passing

1. Communication occurs by explicitly passing messag es 
among the processors: message-passing multiprocessors

2. Communication occurs through a shared address spa ce 
(via loads and stores): shared memory multiprocessors
either
• UMA (Uniform Memory Access time) for shared address, 

centralized memory MP
• NUMA (Non Uniform Memory Access time multiprocessor) for  

shared address, distributed memory MP
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MIMD: Centralized vs. Distributed Memory

P1

$

Interconnection network
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Mem Mem
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$

Interconnection network

$
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Mem Mem

Centralized Memory:

shared memory (UMA or
Symmetric MP (SMP))

Distributed Memory:

Message-passing or shared 
memory (NUMA)

Scale

9.3 Multiprocessors 
connected by a single bus

9.4 Multiprocessors 
connected by a network
9.5 Clusters
9.6 Network topologies
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Supercomputer Style Migration (Top500)

• In the last 8 years uniprocessor and SIMDs disappeare d while Clusters 
and Constellations grew from 3% to 80%
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Cluster – whole computers 
interconnected using their 
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multiprocessor as the 
building block
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9.3 Multiprocessors Connected by a Single Bus

• Caches are used to reduce latency and to lower bus traffic
• Must provide hardware to ensure that caches and mem ory are consistent 

(cache coherency)
• Must provide a hardware mechanism to support proces s synchronization

Processor Processor Processor

Cache Cache Cache

Single Bus

Memory I/O
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Central memory, shared memory architecture

• Inexpensive microprocessors with large cache 
motivate small-scale multiprocessors

• However, caching of a shared data makes trouble
• What happens when a program running in 

processor 1 loads data from a memory location that 
was written (into cache) by processor 2?

• Snooping: 
– Cache-coherence protocols track the state of any 

sharing of a data block to maintain coherent 
caches
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Example Cache Coherence Problem

– Processors see different values for u after event 3

– With write back caches, value written back to memor y depends on 
happenstance of which cache flushes or writes back value when

• Processes accessing main memory may see very stale value
– Unacceptable for programming, and its frequent!

I/O devices

Memory

P1

$ $ $

P2 P3

5

u = ?

4

u = ?

u:5
1

u :5

2

u :5

3

u= 7
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Cache coherency protocol: Snooping

• Bus snooping – cache controllers monitor shared bus traffic 
with duplicate address tag hardware (so they don’t interfere 
with processor’s access to the cache) 

Proc1 Proc2 ProcN

DCache DCache DCache

Single Bus

Memory I/O

Snoop Snoop Snoop
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Bus Snooping Protocols

• Multiple copies are not a problem when reading

• Processor must have exclusive access to write a word

• All other processors sharing that data must be info rmed of writes

16

Handling Writes

Ensuring that all other processors sharing data are  informed of writes 
can be handled two ways:

1. Write-update (write-broadcast) – writing processor broadcasts 
new data over the bus, all copies are updated

– All writes go to the bus ®®®® higher bus traffic
– Since new values appear in caches sooner, can reduc e 

latency
2. Write-invalidate – writing processor issues invalidation signal on 

bus, cache snoops check to see if they have a copy of the data, if 
so they invalidate their cache block containing the  word (this 
allows multiple readers but only one writer)

– Uses the bus only on the first write ®®®® lower bus traffic, so 
better use of bus bandwidth
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Example: Write-invalidate

• Must invalidate before step 3
• Write update uses more broadcast medium BW

� all recent MPUs use write invalidate
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Example Write-invalidate Snoopy Protocol

• Invalidation protocol, write-back cache
– Snoops every address on bus
– If it has a dirty copy of requested block, provides  that block in 

response to the read request and aborts the memory access

• Each memory block is in one state:
– Clean in all caches and up-to-date in memory ( Shared )
– OR Dirty in exactly one cache ( Exclusive )
– OR Not in any caches

• Each cache block is in one state (track these):
– Shared : block can be read
– OR Exclusive : cache has only copy, its writeable, and dirty
– OR Invalid : block contains no data (in uniprocessor cache 

too)

• Read misses: cause all caches to snoop bus
• Writes to clean blocks are treated as misses
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CPU Read hit

State Machine – CPU Requests

• State machine
for CPU requests
for each 
cache block

• Non-resident blocks 
invalid

Invalid
Shared

(read/only)

Exclusive
(read/write)

CPU Read

CPU Write

Place read miss
on bus

Place Write 
Miss on bus

CPU Write
Place Write Miss on Bus

CPU read hit
CPU write hit

Cache Block
State

20

State Machine - Block-replacement

• State machine
for CPU requests
for each 
cache block Invalid

Shared
(read/only)

Exclusive
(read/write)

CPU read miss
Write back block,
Place read miss
on bus

CPU Read miss
Place read miss 
on bus

CPU Write Miss
Write back cache block
Place write miss on bus

Cache Block
State
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State Machine – All CPU Requests

• State machine
for CPU requests
for each 
cache block Invalid

Shared
(read/only)

Exclusive
(read/write)

CPU Read

CPU Write

CPU Read hit

Place read miss
on bus

Place Write 
Miss on bus

CPU read miss
Write back block,
Place read miss
on bus

CPU Write
Place Write Miss on Bus

CPU Read miss
Place read miss 
on bus

CPU Write Miss
Write back cache block
Place write miss on bus

CPU read hit
CPU write hit

Cache Block
State
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State Machine - Bus Request

• State machine
for bus requests
for each 
cache block Invalid

Shared
(read/only)

Exclusive
(read/write)

Write Back
Block; (abort
memory access)

Write miss
for this block

Read miss 
for this block

Write miss
for this block

Write Back
Block; (abort
memory access)
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Place read miss
on bus

State Machine - Summary

• State machine
for CPU requests
for each 
cache block and
for bus requests
for each 
cache block

Invalid
Shared

(read/only)

Exclusive
(read/write)

CPU Read

CPU Write

CPU Read hit

Place Write 
Miss on bus

CPU read miss
Write back block,
Place read miss
on bus CPU Write

Place Write Miss on Bus

CPU Read miss
Place read miss 
on bus

CPU Write Miss
Write back cache block
Place write miss on bus

CPU read hit
CPU write hit

Cache Block
State

Write miss
for this block

Write Back
Block; (abort
memory access)

Write miss
for this block

Read miss 
for this block

Write Back
Block; (abort
memory access)
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Write-Invalidate CC Examples

– I = invalid, S = shared, E = exclusive (only one)

Proc 1

A   E

Main Mem
A    

Proc 2

A   I

1. Read hit for A

2. Reads A
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Write-Invalidate CC Examples

– I = invalid, S = shared, E = exclusive (only one)

Proc 1

A   E

Main Mem
A    

Proc 2

A   I

1. Read hit for A

2. Reads A

Proc 1

A   E

Main Mem
A    

Proc 2

A   I

1. Read miss for A3. Snoop sees read 
request for A, 

writes-back A to 
MM

2. read request for A

4. Gets A from 
MM & changes its 

state to S5. Changes its 
state to S
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Write-Invalidate CC Examples

– I = invalid, S = shared, E = exclusive (only one)

Proc 1

A   E

Main Mem
A    

Proc 2

A   I

1. Read hit for A

2. Reads A

Proc 1

A   S

Main Mem
A    

Proc 2

A   S 

1. Write hit for A

2. Writes A & 
changes its state 

to E

3. P2 sends invalidate for  A

4. change A 
state to I

Proc 1

A   E

Main Mem
A    

Proc 2

A   I

1. Read miss for A3. Snoop sees read 
request for A, 

writes-back A to 
MM

2. read request for A

4. Gets A from 
MM & changes its 

state to S5. Changes its 
state to S
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Write-Invalidate CC Examples

– I = invalid, S = shared, E = exclusive (only one)

Proc 1

A   I

Main Mem
A    

Proc 2

A   E

1. Write miss for A2

2. Writes-back A 
to MM

3. Read request 
for  A2

4. Gets A2 from 
MM & changes its 

state to E

Proc 1

A   E

Main Mem
A    

Proc 2

A   I

1. Read hit for A

2. Reads A

Proc 1

A   S

Main Mem
A    

Proc 2

A   S 

1. Write hit for A

3. P2 sends invalidate for  A

4. change A 
state to I

Proc 1

A   E

Main Mem
A    

Proc 2

A   I

1. Read miss for A3. Snoop sees read 
request for A, 

writes-back A to 
MM

2. read request for A

4. Gets A from 
MM & changes its 

state to S5. Changes its 
state to S

2. Writes A & 
changes its state 

to E
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Other Coherence Protocols

• There are many variations on cache coherence protoc ols

• Another write-invalidate protocol used in the Penti um 4 (and many 
other micro’s) is MESI with four states:

– Modified – same
– Exclusive – only one copy of the shared data is allow ed to be 

cached; memory has an up-to-date copy

• Since there is only one copy of the block, write hits 
don’t need to send invalidate signal

– Shared – multiple copies of the shared data may be ca ched 
(i.e., data permitted to be cached with more than o ne 
processor); memory has an up-to-date copy

– Invalid – same 
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MESI Cache Coherency Protocol

Processor write
or read hit

Modified
(dirty)

Invalid
(not valid

block)

Shared
(clean)

Processor
write
miss

Processor
shared read
miss

Processor
write

[Send invalidate signal ]

[Write
 back block]

Processor
shared read

Invalidate for this block

Another
processor
has read/write
miss for this
block

[W
ri

te
 b

ac
k 

b
lo

ck
]

Exclusive
(clean)

Processor
exclusive
read

Processor exclusive
read miss

Processor
exclusive
read

Processor
exclusive
read miss

[Write back block]

Processor
shared
read
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Synchronization

• How to access shared data (X) without interference
• Lock variable or semaphore to gain the access right  (critical section)
• Lock variable in [100] = 0 (free to access), 1 (wai t until released)

– Assume $0=0, $1=1
– (While [100]==1) ;

access “X”
• Assembly version Initially [100]=0 (unlocked)

wait: P1: lw $2, [100]
lw $2, [100] P2: lw $2, [100]
beq $2, $1, wait beq $2, $1, wait
sw $1, [100] sw $1, [100]
“access X” “access X”
sw $0, [100] beq $2, $1, wait

sw $1, [100]
“access X”

Both access “X”
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Synchronization

• Needs uninterruptible instruction or instruction se quence capable of 
“atomically” retrieving or changing a value
– Examples: “swap”, “ll-sc”, “test&set”

• Solution using “swap” Initially, [100]=0 (unlocked)
add $s3, $s1, $s0 P1: swap  $3, [100]

wait: P2: swap $3, [100]
swap $3, [100]
beq $3, $1, wait
“access X”
sw $0, [100]

• But, it is the solution for uniprocessor system

$3=0 & no branch $3=1 & branch to wait

Synchronization problem solved
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Synchronization

• In multiprocessor systems, 
add $s3, $s1, $s0 P1: swap  $3, [100]
wait: ; write miss, I->E

swap $3, [100] P2: swap $3, [100]
beq $3, $1, wait ; write miss, I->E (P1: E->I)
“access X” beq & swap
sw $0, [100] ; write hit

beq & swap
; write hit

• Seems no problem, but what if we have P1, P2 and P3  try to access X
P2: swap ; write miss, I->E (P1: E->I)

P3: swap ; write miss, I->E (P2: E->I)
P2: swap ; write miss, I->E (P3: E->I)

P3: swap ; write miss, I->E (P2: E->I)

Each write miss incurs write-back, too.
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Synchronization

• A better solution
add $3, $1, $0

wait:

lw $4, [100]
beq $4, $1, wait => Testing first before swaping
swap $3, [100] State changes are mostly I<->S instea d of I<->E
beq $3, $1, wait Gives a lot of bandwidth savings
“access X” => A problem may happen when P1 releases
sw $0, [100] the lock => race condition ...
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Another MP Issue: 
Memory Consistency Models

• What is consistency? When must a processor see 
the new value? 

P1: A = 0; P2: B = 0;
..... .....
Read B Read A
..... .....
A = 1; B = 1;

L1: if (B == 0) ... L2: if (A == 0) ...

• Impossible for both if statements L1 & L2 to be tru e?
– What if write invalidate is delayed & processor 

continues?
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Another MP Issue: 
Memory Consistency Models

Proc 1

A   E

Main Mem
A    

Proc 2

B   E

1. Write miss
for A

2. Read miss 
for B

• What is consistency? When must a processor see the new value? e.g., 
seems that
P1: A = 0; P2: B = 0;

..... .....
Read B Read A
..... .....

A = 1; B = 1;
L1: if (B == 0) ... L2: if (A == 0) ...

1. Write miss
for B

2. Read miss 
for A

Proc 1

A   S
B S

Main Mem
A    

Proc 2

B   S
A S
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Another MP Issue: 
Memory Consistency Models

Proc 1

A   S
B S

Main Mem
A    

Proc 2

B   S
A S

3. Write miss
for A

• What is consistency? When must a processor see the new value? e.g., 
seems that
P1: A = 0; P2: B = 0;

..... .....
Read B Read A
..... .....

A = 1; B = 1;
L1: if (B == 0) ... L2: if (A == 0) ...

3. Write miss
for B

4. Invali-
date A

4. Invali-
date B

Proc 1

A   S
B S

Main Mem
A    

Proc 2

B   S
A S

4+ Read h/m B 4+ Read h/m A

4. Invali-
date A

4. Invali-
date B
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Another MP Issue: 
Memory Consistency Models

• Memory consistency models: 
what are the rules for such cases?

• Sequential consistency (SC) : result of any execution is the 
same as if the accesses of each processor were kept  in order 
and the accesses among different processors were in terleaved 
� assignments before ifs above

–SC: delay all memory accesses until all 
invalidates done
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Sequential Consistency Model

Proc 1

A   S
B S

Main Mem
A    

Proc 2

B   S
A S

3. Write miss
for A

• What is consistency? When must a processor see the new value? e.g., 
seems that
P1: A = 0; P2: B = 0;

..... .....
Read B Read A
..... .....

A = 1; B = 1;
L1: if (B == 0) ... L2: if (A == 0) ...

3. Write miss
for B

4. Invali-
date A

4. Invali-
date B

Proc 1

A   S
B S

Main Mem
A    

Proc 2

B   S
A S

4+ Read h/m B 4+ Read h/m A

4. Invali-
date A

4. Invali-
date B

Can’t proceed until 
“invalidate” is done

Now, which condition
is satisfied?
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Memory Consistency Model

• Faster execution to “sequential consistency”
• Not an issue for most programs; they are synchronized

– A program is synchronized if all access to shared d ata are ordered 
by synchronization operations

write (x)
...
release (s) {unlock}
...
acquire (s) {lock}
...
read(x)

• Only those programs willing to be nondeterministic are not 
synchronized: “ data race ”: outcome f(proc. speed)
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Relaxed Consistency Model

Proc 1

A   S
B S

Main Mem
A    

Proc 2

B   S
A S

3. Write miss
for A

• What is consistency? When must a processor see the new value? e.g., 
seems that
P1: A = 0; P2: B = 0;

..... .....
Read B Read A
..... .....

A = 1; B = 1;
L1: if (B == 0) ... L2: if (A == 0) ...

3. Write miss
for B

4. Invali-
date A

4. Invali-
date B

Proc 1

A   S
B S

Main Mem
A    

Proc 2

B   S
A S

4+ Read h/m B 4+ Read h/m A

4. Invali-
date A

4. Invali-
date B

Can proceed while 
“invalidate”

Performance improves
with OOO processors.

But, unpredictable
results...
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Relaxed Consistency Models

• Key idea : allow reads and writes to complete out of order, 
but to use synchronization operations to enforce ord ering, 
so that a synchronized program behaves as if the pro cessor 
were sequentially consistent

– By relaxing orderings, may obtain performance 
advantages 

– Also specifies range of legal compiler optimizations  on 
shared data

– Unless synchronization points are clearly defined an d 
programs are synchronized, compiler could not 
interchange read and write of 2 shared data items 
because might affect the semantics of the program
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9.4 Multiprocessors Connected by a Network

• Fig. 9.9 in page 728
• Distributed shared memory (NUMA) or CC-NUMA

– Directory contains entries with presence and modifi ed bits

– Directory keeps track of every block that may be ca ched

P

$

P

$

P

$ D

P

$

P

$

P

$D

M M

(1) address

(2) No one
answers

(3) Request to 
other subsystem

(4) address

(5) data
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Message-passing Programming Model

• Distributed memory architecture
• Multi-computers

44
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MPI (Message Passing Interface)

• History

– Began at Williamsburg Workshop in April, 1992

– Organized at Supercomputing ‘92 (November)

– Pre-final draft at Supercomputing ‘93 with 2-month public comment 
period

– Final version of draft in May, 1994

• MPI is a message-passing library specification

– message-passing model

– not a compiler specification nor a specific product

• MPI Lacks

– Mechanism for process creation (fixed number of pro cesses from start to 
finish)

– One sided communication (put, get, active messages)

– Language binding for Fortran 90 and C++

– Time constraint
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More History

• MPI-1
– May, 1994 MPI 1.0 Publication
– June, 1995 MPI 1.1 Enhanced Publication

– July, 1997 MPI 1.2 Enhanced Publication

• MPI-2
– Nov., 1996 Draft opened at Supercomputing ‘96
– Jan.-May, 1997 Public comment
– July, 1997 MPI-2 Publication
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MPI APIs (6 basic, total 125)

• Initializing MPI
– MPI_Init(int *argc, char **argv)

• MPI_COMM_WORLD Communicator

– MPI_Comm_rank(MPI_Comm comm, int *rank) : identify
– MPI_Comm_size(MPI_Comm comm, int *size) : number of 

processes
• Exiting MPI

– MPI_Finalize()
• Point-to-point communication

– MPI_Ssend(void *buf, int count, MPI_Datatype datatype,  int dest, 
int tag, MPI_Comm comm)

– MPI_Recv(void *buf, int count, MPI_Datatype datatype, int source, 
int tag, MPI_Comm comm, MPI_Status *status)

– MPI_Issend(buf, count, datatype, dest, tag, comm, h andle)
– MPI_Irecv(bufm count, datatype, src, tag, comm, hand le)
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Collective Communication

• Characteristics
– Collective action over a communicator
– all processes must communicate

– synchronization may or may not occur
– all collective operations are blocking
– no tags
– receive buffers must be exactly the right size

• Types
– Barrier : MPI_Barrier (MPI_Comm comm)

– Broadcast : MPI_Bcast(void *buffer, int count, MPI_da tatype, int
root, MPI_Comm comm)

– Scatter, gather, reduction : (ex) MPI_Reduce (&x, & result, 1, 
MPI_INT, MPI_SUM, 0, MPI_COMM_WORLD) : sum of all “ x”
values and save to “result”
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MPI: Example

Program compute_pi
include ‘mpif.h’
double precision mypi, pi, w, sum, x, f, a
integer n, myid, numproc, i, rc
f(a) = 4.d0 / (1.d0 + a * a)

call MPI_INIT(ierr)
call MPI_COMM_RANK(MPI_COMM_WORLD, myid, ierr)
call MPI_COMM_SIZE(MPI_COMM_WORLD, numproc, ierr)

if (myid .eq. 0) then
print *, ‘Enter number of intervals:’
read *, n

endif

call MPI_BCAST(n, 1, MPI_INTEGER, 0, 
$ MPI_COMM_WORLD, ierr)
w = 1.0d0 / n
sum = 0.0d0
do i = myid+1, n, numproc

x = w * (i - 0.5d0)
sum = sum + f(x)

enddo

mypi = w * sum

call MPI_REDUCE(mypi, pi, 1, MPI_
$ DOUBLE_PRECISION, MPI_SUM, 0, 
$ MPI_COMM_WORLD, ierr)

if (myid .eq. 0) then
print *, ‘computed pi = ‘, pi

endif

call MPI_FINALIZE(rc)
stop
end
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OpenMP: Overview

• Application programming interface (API) for shared memory 
parallel programming
– what the application programmer inserts into code t o make 

it run in parallel
– Fortran 77, Fortran 90, C & C++
– Multi-vendor support, for both UNIX and NT

• Standardizes fine grained (loop) parallelism.
• Also supports coarse grained algorithms.
• Based on compiler directives and runtime library ca lls.
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OpenMP: Comparison

• vs. MPI
– Not for shared memory multiprocessors
– MPI is difficult to program

– MPI requires that the program’s data structures be explicitly 
partitioned in order to run in parallel

• vs. Pthreads
– Pthreads is an accepted standard for shared memory
– Pthreads is targeting task parallelism, not data par allelism
– Pthreads is not targeted at the technical, HPC probl ems
– There is little Fortran support and it is not a sca lable approach 

(large volume of Fortran 77 code)
• vs. HPF

– HPF is for distributed memory systems
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OpenMP: Example

Program compute_pi
integer n, I
double precision w, x, sum, p, f, a
f(a) = 4.d0 / (1.d0 + a*a)

print *, ‘Enter number of intervals:’
read *, n

w = 1.d0 / n
sum = 0.0d0

!OMP PARALLEL DO PRIVATE(x), SHARED(w)
!OMP& REDUCTION (+: sum)
do i = 1, n

x = w * (i - 0.5d0)
sum = sum + f(x)

enddo
pi = w * sum
print *, ‘computed pi = ‘, pi
stop
end

• Program execution begins as a single process
• When first encounter a parallel construct, the 
runtime forms a team of processes
• Loop index ‘i' is private by default
• ‘enddo’ terminates the parallel region, which 
is an implied barrier, and the initial process 
resumes execution
• ‘fork/join’ model
• No need to decompose data
• No need to know/specify the number of 
processors
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US DOE ASCI Platforms

The ASCI Red Supercomputer
- @Sandia National Lab.
- 4,536 Nodes
- 1.8 Tflops

The ASCI Blue Supercomputer

9.5 Clusters
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9.6 Interconnection Networks

• Network cost
– number of switches
– number of (bidirectional) links on a switch to conn ect to the 

network (plus one link to connect to the processor)
– width in bits per link, length of link

• Network bandwidth (NB) – represents the best case
– bandwidth of each link * number of links

• Bisection bandwidth (BB) – represents the worst case
– divide the machine in two parts, each with half the  nodes and 

sum the bandwidth of the links that cross the divid ing line
• Other IN performance issues

– latency on an unloaded network to send and receive messages

– throughput – maximum # of messages transmitted per u nit 
time

– # routing hops worst case, congestion control and d elay
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Earth Simulator (Japan)
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Earth Simulator (Japan)
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Cray T3E

• Performance: 115 Gflops

• Memory:   16 GB

• No. CPUs: 128+
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2D and 3D Mesh/Torus Connected IN

• N simultaneous transfers
– NB = link bandwidth * 4N       or    link bandwidth  * 6N

– BB = link bandwidth * 2 N 1/2    or    link bandwidth * 2 N 2/3

• N processors, N switches, 2, 3, 4 (2D torus) or 6 ( 3D torus) links/switch, 
4N/2 links or 6N/2 links


