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Physical layer issues
Communication frequency
Signal propagation
Modulation and Demodulation
Channel access issues
Multiple access / Random access / Asynchronous
802.11 / Bluetooth
Capacity / Energy / Fairness / Directional
System issues
Embedded processor
Low power design
Network issues
Location management
Mobile IP / Cellular IP
MANET routing / Clustering
Multicast

Quality of service (QoS)
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The Internet
1969, ARPANet

After WAR WAR Il and during Cold war, US government
was interested in science and technology research to
improve radar signals and communications

The Internet was founded, by a US military network dalle
ARPANet (Advanced Research Projects Agency network)

ARPANet formed inL969to research networking.
They documented theternet protocols
Email was developed
Networked 4 computers together
Government also funded universities for research
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TCP/IP is the protocol that is used to connect or network
computers together

Internet Applications especially emeéiil,
and for transferring files and exchanging
messages over the Internet

In the 1970’s, Operating system was developed by
Berkeley and AT&T.

Most of the Internet protocols were developed and used on
UNIX platform

More people were convinced that it was going to be a ssicces
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New Companies emerged
Foundation for Super Information Highway

The Internet opened new doors in 1980's and new compangesher
and became successful.

Bob Metcalfe, an engineer from ARPANet, developed 3Cdms T
allowed personal computers to be networked and connectied to
Internet. Still used today and very successful.

Four people from Stanford and Berkeley established “S3nh
machines are work stations which can crunch numbees thsin
mainframes and cheaper.

An engineer from Utah created Novel where operatistesys can be
connected together to exchange documents

A couple from Stanford, improved ways of connecting cornsut
together forming “CISCO” and famous for their routers
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At the beginning of 1989 over 80,000 host computers were
connected to what was now called the Internet

The US Government officially transferred the goverradss
the Internet to the

NSFtook control of managing the back bone of the internet
and was then called the/® t

In 1995, the NSF turned control of the Internet to a

chansuyu@gmail.com




Not one person, company or government owns the Internet
Its truly collaborative, collective enterprise

There are organizations that have influence and togedtrard
collective body to guide the Internet and the web:
sets specification for HTML
and the web
focuses on the evolution of
the Internet and making sure it runs smooth
The Internet Architecture Board (IAB): responsible for definihe
backbone of the Internet
made up of organizations, governments, non
profit, communities, Academics, professionals. The gronmuents on
Internet polices, politics, and oversee other boards sultkilé&
The Internet Assigned Authority (IANA) and the Internet Networ
Information Center (InterNICJThis group is responsible for ip and
domain name addressing
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istowned by major Internet
Service Providers such as

The Internet backbone allows for information to be
exchanged and applications to run such as Telnet, FTP,
web, mail using different protocols
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Regional and long-distance phone companies,
backbone ISP’s, cable and satellite companies, an
U.S government contribute in significant ways to
the telecommunication infrastructure that supports
the Internet

Companies like Sprint, MCIl and AT&T make lots
of money by leasing access to the Internet
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Low speed (PPP or modem) : Modem connections 28,000k, 56,000K is
the fastest

High-speed connection to the Internet: ISDN, Cable Modzsh, T1,
T3

ISDN (Integrated Service Digital Network): Digitahirsmission over
telephone lines. Its speed is up to 128Kbps. Available ffelaphone
company.

DSL(Digital subscriber line): Digital transmission oftd@ver telephone
line. Available from Telephone company. Speed is alio® Mbps.

Cable Modem: connects you PC to a local cable TVdimreceives data
at 1.5-10 Mbps

T1: The T-carrier system transmits at 1- 3 Mbps. dUselSP’s
T2: The T-carrier system transmits at 6.3 Mbps. Use&Bis
T3: Also used by ISP’s. 44 Mbps

T4: used by ISP’s. 274 Mbps 10
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-134,855 routers

-Red Verizon, blue AT&T,
-Yellow Qwest,

-Green is other backbone
players like Level 3 & Sprin]
Nextel,

-Black is the entire cable
industry put together, &
-Gray is everyone else, fro
small telecommunications
companies to large
international players who
only have a small presence
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Each line is drawn between two

nodes, representing two IP address
The length of the lines are indicative
of the delay between those two nod
This graph represents less than 309
the Class C networks reachable by

data collection program in early 2005.

Lines are color-coded according to
their corresponding RFC 1918
allocation as follows:

Dark blue: net, ca, us
Green: com, org

Red: mil, gov, edu
Yellow: jp, cn, tw, au, de
Magenta: uk, it, pl, fr
Gold: br, kr, nl

White: unknown
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Packets may be delivered out-of-order
Packets may be lost

Packets may be duplicated
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Reliable ordered delivery

Implements congestion avoidance and control

Reliability achieved bypositive acknowledgement with
retransmissioris

End-to-end semantics

Acknowledgements sent to TCP sender confirm delivery ofrdataved by
TCP receiver

Ack for data sent onlgfter data has reached receiver

16
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Send packet 1\

Receive ACK 1 /
Send packet 2\

Receive ACK 2 /
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Receive packet 1
Send ACK 1

Receive packet 2
Send ACK 2
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4 5

Send packet 1

Start timer NCket lost

ACK normally arrive now.-

Timer expires

Retransmit packet 1

Start timer \
Receive ACK 1 /

Cancel timer
18

Packet should arrive
ACK should be sent

Receive packet 1
Send ACK 1
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1. Fast packet loss detection
Retransmission timeout (RTO)
Duplicated acknowledgements (Dupacks)

2. Efficient delivery
Sliding window with cumulative acknowledgement

3. Flow problems
End-to-end flow problem
Flow problem in intermediate systems (congestion)
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Two methods
A. Retransmission timeouR( O)

B. Duplicate acknowledgementSypacky

20
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4 % [*

At any time, TCP sender sets retransmission timeorigy

one packet

If acknowledgement for the timed packet is not received
before timer goes off, the packet is assumed to be lost

RTO (timeout value) dyn

amically calculated

21
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Q1: Which value will you use ?

Q2: How to set the value in Send packet 1 Pa?'f?f IQSt

dynamic Internet ?

Q3: If a retransmission occurs,
is an ack for the original or for ~ aAck nor
the retransmission (important

because RTT is calculated) ? < @

Al: RTT (round trip time)

A2: adaptive retransmission
algorithm (changing RTT and thus
changing time-out values)

A3: if ACK arrives, is it for the
original packet or for the

retransmitted packet (acknowledgé Recei 1 Send ACK 1

ambiguity) ?
A4: timer backoff strategy

Retransmit packet 1

Start timer )

P Packet shquld arrive
mally. arrive iow ACK should be sent
ma

m\

Receive packet 1

Cancel timer

22
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Large variations in the RTT necessitates a larger RTO
(why???)

RTO =mean + 4 mean deviation
Standard deviatios : s* = average of (sample meanj
Mean deviatiord =average of [samplemean|
Mean deviation easier to calculate than standard deviation

Mean deviation is more conservatival >= s fight??? left=(a+b)/2
right=sqrt(a"2+b"2)/2

) . P 4¥leftr2=ar2+br2+2ab
Karn’s algorithm — no ack ambiguity pleiendvioirion
23 thus, left>=right
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Double RTO on each timeout (why???)

T1 T2=2*T1 T2=4*T1

Timeout interval doubled
Packet
transmitted

Time-out occurs Time-out again
before ack received,
packet retransmitted

24
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Fathers
Vinton Cerf and Robert Kahn'’s paper in 1973 introduces TCP.
Became standard in 1983.
They received Turing Award in 2005.
Medal of Freedom in 2005.
They are with MCI and NRI how.
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TCP has been improved over the years

Original (83), Tahoe (88, Fast retransmit, by Van
Jacobson, LBL)

More robust estimates of round-trip time

Faster recovery from packet loss

Congestion avoidance and improvements
TCP Reno

Developed by Van Jacobsen in 1990

Added fast recovery and fast retransmit
TCP Vegas

Developed by Brakmo and Peterson (Univ. Arizona)
in 1995

New congestion avoidance algorithm

26
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Timeouts can take too long

how to detect packet loss sooner and
initiate retransmission sooner?

If the receiver receives out-of-order packet

What does the receiver do ???do nothing
“Duplicated acks (dupacks)”
What are the benefits - Fast Retransmission

27
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Dupacks may be generated due to
packet loss, or
out-of-order packet delivery

TCP sender assumes that a packet loss has occurregtdiiteghree
dupacksconsecutively (why not one/two???)

12|11{10| 9 X\ 7
Packet Loss Detection: Receipt of packets 9, 10 and 11awslil generate a
dupackfrom the receiver.

Fast Retransmission: The sender, on getting these dupaltksinensmit
packet 8

28
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1.

2.

Fast packet

loss detection

Retransmission timeout (RTO)

Duplicated

Efficient del

acknowledgements (Dupacks)

ivery

Sliding window with cumulative acknowledgement

3. Flow problems
End-to-end flow problem
Flow problem in intermediate systems (congestion)

29
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Send packet 1

Receive ACK 1

Send packet 2\

Receive ACK 2

\
/

=

Sending it

Receive packet 1
Send ACK 1

Receive packet 2
Send ACK 2

bne after the other

takes too long!
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A simple positive acknowledgement protocol wastes a
substantial amount of network bandwidth

Sliding windows protocol allows the sender to transmit
multiple packets before waiting for an acknowledgement

Some packets are sent ) packets
and acked packet B\

Packet G
Some packets are sent acke

but not ack’ed yet Packet
Some packets are not sentk
yet but can be sent without

delay because they are

within the window Y,

31
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What if the sender receives ACK for packet 3

What does it mean if the window size is 1?
What does it mean if the window size}#®

32
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An Example: Sliding Window Size = 4 bytes

[0123]456789 0123
ACK 0
0[1234]56789 4
e
Timeout
0[1234]56789 1234
33
chansuyu@gmail.com

Cumulative acknowledgements
Good: Easy to generate and unambiguous

Bad: the sender does not receive information abostiatlessful
transmissions, but only about a single position in treas that
has been received

An acknowledgement atkall contiguously received data

TCP assigns byte sequence numbers

34
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A new cumulative acknowledgement is generated only on
receipt of anew in-sequencepacket data
/
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It means packets 1 to 36
If the sender receives AGK have been received
. ->Do we need to send acks
It means 27" for all packets?

Do we need to send acks for all packets?
“Delayed acks” é.g., ACK2, ACK4, ACKE, )..

36
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1 1?

Sender’s window

B E—

— »>

Acks received Not transmitted
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1.

4

Fast packet loss detection
Retransmission timeout (RTO)
Duplicated acknowledgements (Dupacks)

2. Efficient delivery

Sliding window with cumulative acknowledgement

Window size (1 ¥)
if 1, it takes long but perfect contro

3. Flow problems / (if a packet is not successful,
do not add more traffic)

End-to-end flow problem if %, no control over traffic
Flow problem in intermediate systems (congestion)

38
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A. End-to-end flow problem
Control a source that sends more traffic tiienreceiveican tolerate
Between source and destination
=> Easier to solve: The receiver informs its staébuhe sender
(“advertised window siz&)

B. Flow problem in the intermediate systems

Control a source that sends more traffic themintermediate systems
can tolerate

Called“congestiori

39
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Congestion simply means increased delay
Respond by retransmissions
Incurs more congestion
Thus, we need to reduce the window size

Window size is determined as the minimum of

receivels advertised windowdetermined by available buffer space at
the receiver <Zflow control’

congestion windov(cwnd) - determined by the sender, based on
feedback from the network <songestion contrdl

On detecting a packet loss, TCP sender
assumes that network congestion has occurred
drastically reduces the congestion window

40
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TCP inherently supports flow control to prevent buffer
overflow at the receiver

Useful for fast sender transmitting to slower receiver
Receiver advertises a windowr(d in acknowledgements
returned to the sender
Sender cannot send more thamd unacknowledged bytes to
the receiver

Src » Dest

Limits amount of
data that destination
41 must buffer
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7 1 .

Sender Receiver
wnd = 1200

500 bytes

—>
500 bytes

wnd = 200

200 bytes

—>
wnd =500

500 bytes

42
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Let RTTbe the round-trip time, i.e., the time from sending a
segment until an acknowledgement (ACK) is received

Let t = wndb be the time to transmit a full “window” of data,

whereb is link bandwidth
Sender Receiver

3l
wnd
1 bytes/

43
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For a link with a high delay-bandwidth produBT(T b), the
flow control window can limit throughput for the contiea

In this caset £ RTT
Throughput issndRTT

Sender Receiver

3l
wnd
1 bytes/

44
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Congestion avoidance (control) was added to TCP in an
attempt to reduce congestion inside the network
A much harder problem ...

Requires the cooperation of multiple senders

Must rely on indirect measures of congestion

Implemented at sender

Src Dest

Attempts to reduce
buffer overflow inside
45 the network
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Flow control (already discussed)

Congestion avoidance
Introduce a congestion windowwnd, in addition to flow control
window (wnd)
Need to manage size of congestion window

Slow start
Aggressively grow congestion window until congestion iected

In Reno, aggressively reduce rate when invoked
Loss detection and retransmission

Fast retransmission and recovery

Less severe adjustment congestion window size

46
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Window size bounds the amount of data that can be serdyei-trip
time (RTT)

For example, what is the maximum throughput (bandwidth)???

cwnd=1 packet (1000 bits), RTT=1 sec
=> 1 packet/sec = 1000 bps

cwnd=1 packet (1000 bits), RTT=0.1 sec
=> 10 packets/sec = 10000 bps

cwnd=10 packets (10000 bits), RTT=1 sec
=> 10 packets/sec = 10000 bps

“Bandwidth £ cwnd/RTT”"

47

chansuyu@gmail.com

0
!

3 !

cwnd=10 packets (10000 bits), RTT=1 sec
=> 10 packet/sec = 10000 bps

If the network supports more than 10000 bps, the network ifsithot
utilized

cwnd should be increased

If the network supports up to 1000 bps, the network is fukyrloaded
cwnd should be reduced

48
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Ideal window size = delay * bandwidttelay-bw produgt

What if window size < delay*bw ?
Inefficiency (wasted bandwidth)

What if window size > delay*bw ?

Queuing at intermediate routers
increased RTT due to queuing delays

Potentially, packet loss

49
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Congestion control used in TCP (cwnd changes)

Multiplicative decrease
congestion window size

Slow start

When congestion ends, it can increase the window size nuatigély,
which may result in oscillation

“Additive” recovery (slow start)

50
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Slow Start
For each ACK arrived, increase the congestion windoe/lsjzone
but it actually is notslow’
cwnd grows‘exponentially’ with time during slow start

When cwnd reaches slow-start threshold (half the windpevtsefore
packet loss)¢congestion avoidands performed

Congestion avoidance
cwnd increasebnearly with time (increase one if all ACKs arrive)
Rate of increase could be lower if sender does not allaaes data to

send
51
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Multiplicative decrease
Slow Start _

25 1 Congestion
2 50 cwnd = 20 avoidance
-O ~—~~
S n
3 5 15 -
& E low start
7 D 10 - threshold = 10
[ONN7)
O ~—
5 5
O

0 L L L e I R

Time (round trips)
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TCP address
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Error Detection — using TCP Checksum field
Error Correction - Acknowledgements & Retransmissions
Roundtrip time estimation is critical

Sliding Windows — can send multiple segments w/o starting t
receive some acknowledgements

Flow Control by adjusting the window

Congestion Control
Key AssumptiarPacket loss is due to congestion
Reduces the number of segments sent when detects losses

55
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Slow Start:
Starts with a slow transmission rate at the stast éw connection or
after a congestion condition
Exponentially increases congestion window up to threshold

Fast Retransmit:
TCP acknowledgements:
Number of segments correctly aseuentiallyreceived
Only sent upon receipt of a segment
Multiple acknowledgements for the same number of segniaditate a
gaprather than congestion no need to wait: immediately retransmit
lost segment
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