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Abstract ÐThis paper proposes a Barrier Tree for Meshes (BTM) to minimize the barrier synchronization latency for two-dimensional
(2D) meshes. The proposed BTM scheme has two distinguishing features. First, the synchronization tree is 4-ary. The synchronization
latency of the BTM scheme is asymptotically � …log4 n†, while that of the fastest scheme reported in the literature is bounded between

 …log3 n†and O…n1=2†, where n is the number of member nodes. Second, nonmember nodes are neither involved in the construction of
a BTM nor actively participating in the synchronization operations, which avoids interference among different process groups during
synchronization. This not only results in low setup overhead, but also reduces the synchronization latency. The low setup overhead is
particularly effective for the dynamic process model provided in MPI-2. Extensive simulation study shows that, for up to
64� 64 meshes, the BTM scheme results in about 40 � 70 percent shorter synchronization latency and is more scalable than
conventional schemes.
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1 INTRODUCTION

M ESSAGE-PASSING multicomputers have been generally
accepted as a scalable solution for implementing

high-performance computers. They usually employ point-to-
point direct networks rather than shared medium for better
scalability. Cooperating processes in different nodes of a
multicomputer exchange messages through the network
and, thus, the communication performance is the most
critical factor in assessingthe overall system performance
[1]. In particular, barrier synchronization among multiple
processes in a process group usually constitutes the
sequential or bottleneck part of a parallel program.

A barrier is a synchronization point in a parallel program
at which all processesparticipating in the synchronization
must arrive before any of them can proceed beyond the
synchronization point. For example, the MPI_Barrier()
routine defined in the Message Passing Interface (MPI)
standard [2], [3] blocks the calling processuntil all members
in the same process group call the routine. In general, a
barrier synchronization is split into two phasesÐreduction
and distribution. During the reduction phase, each partici-
pating process notifies the root process of its arrival at the
barrier. After the notification from all member processes,

the distribution phase begins and the root process notifies
them that they can proceed further. Barrier synchronization
is not only a fundamental and frequently used operation in
parallel computing systems, but also one of the basic
synchronization primitives. For example, other collective
operations such asgather and reduce can be regarded as
special casesof a barrier operation.

A straightforward implementation of barrier synchroni-
zation is to have multiple point-to-point messagessent from
the root to the member nodes. However, since the latency of
each synchronization message is quite high, due to the
software startup cost required to inject a messageinto the
network, the performance can be significantly improved by
reducing the number of messages.The number of messages
can be reduced by combining the synchronization mes-
sages.Numerous efforts have been devoted to developing
an efficient implementation of barri er synchronization
either in software [4], [5], [6], [7] or in hardware [8], [9],
[10], [11], [12], [13]. In this paper, we restrict our discussion
to hardware-supported barriers since they are usually an
order of magnitude faster than software barriers [13]. In
terms of the hardware approaches, commercial systems
such as T3D and CM-5 use dedicated tree-based synchro-
nization networks with barrier registers [11], [13]. However,
dedicated synchronization networks are not scalable.This is
because,as the system size increasesmore wires are needed
to support additional hardware registers. For this reason, a
number of methods have been proposed based on the idea
of multidestination mechanism, which combines message-
passing with hardware support in the routers [10], [11], [12].
This alleviates the need for a separate synchronization
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network and thus provides scalability as the system size
grows.

In this paper, a Barrier Treefor Meshes(BTM) is proposed
to further improve the performance of barrier synchroniza-
tion on 2D meshes. It is a deadlock-free, tree-based
combining scheme with destination addresses embedded
in the routers. The synchronization tree used in BTM is
4-ary, which reduces the tree height and thus the routing
latency. Therefore, the synchronization latency of the BTM
scheme is � …log4 n†, while that of the fastest scheme [12]
reported in the literature is bounded between 
 …log3 n†and
O…n1=2†, where n is the number of member nodes. In
addition, nonmember nodes are neither involved in the
construction of a BTM nor actively parti cipate in the
synchronization operations. This not only results in low
setup overhead, but also reduces the synchronization
latency. The low setup overhead is particularly effective
for the dynamic processmodel offered by MPI-2. Extensive
simulation study shows that, for up to 64� 64 meshes,the
BTM scheme resul ts in about 40 � 70 percent shorter
latency and is more scalablethan the conventional schemes.

The rest of the paper is organized as follows: Related
work on hardware support for barrier synchronization is
described in the Section 2. Section 3 presents the proposed
tree-based barr ier synchronization mechanism and the
corresponding router operation. Section 4 analyzes the
characteristics of the BTM scheme and compares it with
other conventional schemes.Using simulation, the perfor-
mance of the BTM schemeis presented in Section5. Finally,
conclusions and future work are discussed in Section 6.

2 RELATED WORK

The notion of multidestination mechanism was first
introduced by Lin et al. to provide for multicast function-
ality along a Hamiltonian Path (HP) on wormhole-routed
2D mesh networks [10]. The basic idea is to embed an
ordered list (i .e., a Hamiltonian path) of destination
addresses into the header of the message. The path is
determined by the sender (i.e., root node). Each message
visits the destination nodes sequentially according to the
HP routing algorithm and the destination addresses
contained in the messageheader. Once the messagereaches
the first destination node, the router at the node strips off its
address from the message header and forwards the
remainder of the message toward the next destination. It
also simultaneously copies the messagebody to the local
memory.

Panda generalized the idea of multidestination mechan-
ism and proposed the Base-Routing-Conformed-Path
(BRCP) model for wormhole k-ary n-cubes [11]. For
implementing fast barrier synchronization, the paper
introduced two multidestination message types, called
gather and broadcast , for the reduction and distribution
phases, respectively. Similarly to the HP scheme, multiple
destination addressesare contained in the messageheader.
In addition, routers contain buffers which hold status
information about the processes participating in the
gather and broadcast operations.

The work that comes closest to ours is the Collective
Synchronization (CS) tree scheme proposed by Yang and

King [12]. Every member node builds the CS tree in a
distributed fashion by determining its parent-child relation-
ship. The searchprocessstarts by partitioning the 2D mesh
into four quadrants around the chosen root node. Each
child node searches for its parent node among a set of
member nodes within the same quadrant that are closer to
the root node than itself. Then, among the candidates, the
parent node is the one that is the closest to itself. Unlike the
HP or BRCP scheme, synchronization messages in the
CStree do not carry multiple destination addresses.Instead,
special registers in the routers are set up during initializa-
tion to direct synchronization messages to appropriate
output ports. Once the paths of the CS tree are properly
established over the associatedrouters, the barrier synchro-
nization is accomplished by passing simple messages.The
CS scheme requires shorter routing steps to reach the
destinations than the path-based HP or BRCPschemes.This
is mainly due to the fact that the time complexity of tree-
based schemes is O…logn†, whereas that of path-based
schemesis O…n†, where n is the number of member nodes.
However, intermediate nonmember nodes are involved in
the sensethat nonmember aswell asmember nodes have to
participate in building the CS tree and execute the
corresponding barrier operation, which increasesthe setup
overhead and results in long synchronization latency.

A detailed comparison of the characteristics of the
aforementioned schemesversus the proposed BTM scheme
is provided in Section 4.3.

3 BARRIER TREE FOR MESHES (BTM)
In this section, the proposed BTM and its operation are
introduced. We first present the system environment, such
as the system model and the programming interface. Next,
we discuss how a BTM is constructed. This is followed by a
description of the BTM operation, such as the format of the
synchronization messagesand messagerouting.

3.1 Parallel Syst em Envi ronment

3.1.1 System Model
A k � k 2D mesh topology is assumed, which consists of
k2 nodes interconnected in a grid fashion with at most
four neighbors. The 2D mesh topology is represented by
a graph G…V; E† in which each vertex in V…G† corre-
sponds to a node (processor and local memory) and each
edge in E…G† corresponds to a communication channel
between vertices. A node i is represented by a coordinate
…x i ; yi †, and the distance between two nodes i and j is
equal to jx j ÿ x i j ‡ jyj ÿ yi j.

We assume a one-portmodelfor the node architecture in
which a router is connected to the local node via a pair of
input and output channels [14]. The router is responsible for
receiving, sending, passing, and replicating messages.
Crossbar connectivity within the router allows simulta-
neous transmission of messages between different input
and outpu t channels. The router is also connected to
neighboring routers via at most four pairs of external
channels for ‡ X , ÿ X , ‡ Y, and ÿ Y direction. We also
assume wormhole-capable routers since most of the new
generation routers use wormhole routing to reduce the
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communication latency and minimize buffer requirements
[15], [16], [17].

Hardware support for barrier synchronization is pro-
vided using barrier registers within the routers. There will
be a register assigned for each barrier and implementing a
number of registers in a router will become feasible due to
the rapid improvement of silicon technology. A similar
concept has been assumed in most hardware-supported
synchronization schemes [10], [11], [12]. We also assume
each barrier register can hold an entire synchronization
message.This can be justified by the fact that a synchro-
nization messagein BTM is very short and of fixed length
since it does not need to carry multiple destination
addresses.Detailed usageand format of the barrier registers
will be presented in the following subsections.

3.1.2 Programming Interface
Collective operation primitives, including barrier synchro-
nization, are provided in most message-passinglibraries.
Among them, we target our discussion on MPI (Message
PassingInterface) standard [2], [3]. However, the proposed
method can be applied to other message-passingsystems
with very little modifications.

In MPI, a group of communicating processesis defined
within a context called a processgroup. A unique group
identifier is associatedwith eachdistinct processgroup. It is
assumed that every group member has information on all
members in the same process group. In practice, this is
implemented by a simple broadcast at the group creation
time. Typically, the MPI_Init() routine creates(initiates)
a process group. After receiving the information, every
member node sets up the barrier registers in its router in
a distributed manner. Furthermore, since a router can
contain several barrier registers, multiple concurrent
barriers from different groups can be supported. The

maximum number of concurrent barriers is limited by the
number of barrier registers available. If no available
barrier register exists, additional barriers can be mapped
onto the node memory at the cost of increased synchro-
nization latency of the barrier. In general, however, this is
not crucial because most parallel applications are usually
run on the basis of one process per node. When a process
group is terminated, the corresponding barrier registers
are released. Typically, the MPI_Finalize() routine
terminates a process group.

3.2 Cons truction of a BTM
A BTM is constructed in a recursive manner. The algorithm
starts by part itioning the 2D mesh into four disjoint
submeshes (or quadrants), denoted by Q‡ X , Qÿ X , Q‡ Y ,
and Qÿ Y , around the chosen root node. Then, for each
quadrant, a local root node is chosen and the quadrant is
partitioned again into four submeshesaround the local root
node. The recursiv e part itioning continues until there
remains only one node (i.e., leaf node) in each submesh.

Fig. 1 shows a BTM at the distribution phase involving
14 member nodes. The root node is located at (4, 4) and the
four children of the root are chosenas(6, 7), (1, 6), (2, 4), and
(6, 0). Each quadrant is parti tioned again into four
submeshes around its local root. When each of the four
submeshes contains only one member node, no further
partitioning is required. For example, when the upper left
quadrant (Q‡ Y ) is partitioned around the local root node
(1, 6), the four nodes (2, 7), (1, 5), (0, 5), and (0, 7) becomeits
children and no further partitioning is necessary. The
distribution messagefollows the arrows.

Note that nonmember nodes are not involved in the BTM
construction even though the distribution messagesmay
passthrough somenonmember nodes. Moreover, routers of
the nonmember nodes experience negligible delay, while
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Fig. 1. A BTM and its four quadrants (14 member nodes with the root at (4, 4)).



those of the member nodes need some time for processing
the synchronization messagesusing barrier registers. The
following describes in detail how to systematically choose
the root node and four quadrants and set up the barrier
registers.

3.2.1 Root Node and Four Quadrants
When MPI_Init() is called, every member node of a
processgroup obtains full information on all member nodes
in the same process group. Then, all the member nodes
collectively calculate the location of the root node, i.e., the
one at the center of the member nodes. This is done by
taking the averageof respective x and y addressesof all the
member nodes. In the example shown in Fig. 1, it is (3.36,
4.42).The nearest member node to this is (4, 4) and, thus, it
is selectedas the root node. In caseof a tie, just an arbitrary
priority is given to the one from ‡ X , ‡ Y, ÿ X , and then ÿ Y.

Four quadrants of a 2D mesh network with a vertex setV
and a root node r are disjoint submesh networks with
vertex sets Q‡ X …V; r†; Qÿ X …V; r†; Q‡ Y …V; r†, and Qÿ Y …V; r†
with the following conditions:

Q‡ X …V; r†ˆ f…x; y†j…x; y†2 V; x > xr ; and y � yr g;

Qÿ X …V; r†ˆ f…x; y†j…x; y†2 V; x < xr ; and y � yr g;

Q‡ Y …V; r†ˆ f…x; y†j…x; y†2 V; x � xr ; and y > yr g;

and

Qÿ Y …V; r†ˆ f…x; y†j…x; y†2 V; x � xr ; and y < yr g:

As mentioned earlier, once a root node and four quadrants
are decided, the same procedure is recursively applied to
each quadrant.

3.2.2 Setting up Barrier Registers
BTM is essentially embedded in the barrier registers of the
routers of the participating member nodes. When a BTM is
constructed, addressesof the four children (C‡ X , Cÿ X , C‡ Y ,
and Cÿ Y ) as well as the parent (P) of a member node are
stored in a barrier register, as shown in Fig. 2. Here, GID
field identifies the particular process group, and the R bit
represents the routing scheme used (X-Y or Y-X routing)
when a member node sends a synchronization messageto
its parent in the reduction phase. This will be explained in
detail in Section 3.3 when the router operation is discussed.

(A‡ X , Aÿ X , A‡ Y , Aÿ Y ) and messagefields are used when
the synchronization message is processed. For example,
A‡ X indicates whether a reduction message has arrived
from a child node C‡ X .

Algorithm 1 describes the procedure for setting up the
barrier register within the routers. Every member node,

denoted by m, runs the distributed algorithm at the process
group creation time. It traverses downward from the root
until a member node finds itself as the local root of a
quadrant. The algorithm then finds at most four children
nodes of the local node and stores GID, parent (P), routing
scheme to the parent, and the addresses of four children
into a barrier register in the router.

Algorithm 1: Setup_Register(r , m, GID)

1. Around the root node r , partition the mesh into four
quadrants, Q‡ X , Qÿ X , Q‡ Y , and Qÿ Y .

2. If the member node m is equal to the root node r ,
jump to Step 4. Otherwise, determine which quad-
rant (Q) the member node m belongs to.

3. Determine the local root of the quadrant Q and set
the new root asr and the previous root asparent (P).
Go to Step 1.

4. Determine the four root nodes of the four quadrants
and define them as the four children nodes of the
member node m and write GID, parent (P), and four
children into a barrier register. Set the R bit to X-
Y routing if the member node belongs to Q‡ X or Qÿ X

of the parent node; otherwise, set the R bit to Y-X
routing.

Note that int ermediate nonmember nodes need not
allocate any resource for the barrier synchronization. Only
the member nodes are involved in the router setup
operation. Moreover, no internode communication is
required during BTM construction and, thus, the overhead
of constructing BTM is minimized compared to the
conventional schemes.Once a member node is determined
to be a root of a subtree, it is never examined again during
the tree construction. BTM is also constructed only down-
ward from the root node to leaf nodes. Therefore, no cycles
exist in the constructed tree and the algorithm establishesa
4-ary barr ier synchronization tree containing al l the
member nodes.

BTM canbeextended to the dynamic processmanagement
envi ronment, in part icular, the dynamic process model
provided in MPI-2.1 In the proposed BTM scheme,whenever
a process group is created, a BTM is constructed and the
corresponding barrier registersaresetup accordingly. When
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Fig. 2. Structure of a barrier register.

1. An MPI-1 application is static, i.e., no processes can be added or
deleted from an application after it has been started [2]. However, users of
PC or workstation clusters who are migrating from PVM (Parallel Virtual
Machine) [18] to MPI may be accustomed to using PVM's capabilities for
processand resource management. The MPI-2 processmodel allow s for the
creation and cooperative termination of processesafter an MPI application
has started [3]. The process group can be created not only statically
(initially) using MPI_Init() , but also dynamic ally using MPI_Comm_-
spawn() or MPI_Comm_spawn_multipl e() .



MPI_Comm_spawn() or MPI_Comm_spawn_multiple()
is invoked, a processgroup is created and, thus, a new BTM
is constructed for the newly spawned process group. In
practice, the BTM construction procedure can be easily
included in MPI _Comm_s pawn( ) and MPI _Comm_-
spawn_multi pl e( ) routines in order to suppor t the
dynamic process model. The low setup overhead of BTM
is particularly advantageous for the dynamic processmodel
provided in MPI-2.

3.3 BTM Operat ion

3.3.1 Synchronization Message
As described earlier in this section, it is assumed that a
barrier register can hold an entire synchronization
message. Fig. 3 shows the format of a synchronization
message, which contains message type, group identifier,
single destination address, and synchronization data. For
a 32� 32 mesh, for example, a synchronization message
consistsof at most three bytes, i.e., 2-bit messagetype for up
to four message types, 8-bit group identifier for at most
256different groups, 10-bit destination address,and at most
4-bit synchronization data including control information.

3.3.2 Routing and Router Operation
The BTM routing is based on a modified simple dimension
order routing, i.e., a modified version of X-Y routing [16],
[19]. A routing path of BTM messagesis either X-Y path
where the messagetravels along X-axis first and then along

the Y-axis or Y-X path where it travels along the Y-axis first
and then along the X-axis. For the reduction phase, if a local
member node is C‡ X or Cÿ X of its parent, then X-Y routing
is used; otherwise, Y-X routing is used. For the distribution
phase, X-Y routing is used when a messageis sent to the
child in C‡ X or Cÿ X ; otherwise, Y-X routing is used.

As described in Section 1, a barrier synchronization is
split into two phasesÐreduction and distribution. Table 1
explains the router operation for the reduction and
distribution phases during a barrier synchronization.
During the reduction phase, reduction messages are
received from at most four incoming links from the children
nodes and one of the reduction messages (e.g., the last
arriving message)is forwarded to the parent node. During
the distribution phase, a distribution messageis replicated
at intermediate member nodes and forwarded to at most
four outgoing links to the children nodes. Since the leaf
nodes do not have children, they perform neither message
reduction nor messagereplication operation. The root node
is the final destination for reduction messagesand also the
original source of distribution messages.

4 CHARACTERISTICS OF BTM
The characteristics of BTM are analyzed in this section. We
first discuss the issue of tree height and the deadlock
problem and then provide a comparison w ith other
schemes.
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Fig. 3. Format of a barrier synchronization message.

TABLE 1
Router Operation for Barrier Synchronization



4.1 Tree Height
The height of a tree is the most significant parameter in
terms of the communication performance of any tree-based
communications. Theorem 1 below analyzes the height of a
BTM for a complete barrier that occurs when all the nodes
in a mesh are members in a group. According to the
theorem, the height of a BTM with n member nodes is
O…log4 n† and, thus, the associated routing latency has an
upper bound of O…log4 n†. Even in the best case,the height
cannot be lower than dlog4 ne becausethe outgoing degree
of every member node is at most 4. Hence, the lower bound
of the height of BTM can be represented as 
 …log4 n† and,
thus, the associatedrouting latency hasa time complexity of
� …log4 n†.

In order to prove Theorem 1, we first present and prove
Lemma 1.

Lemma 1. The height of a BTM of a completebarrier for a
…k ‡ 1†� k…or k � …k ‡ 1†† mesh network is the same as
that for a k � k mesh network, where k ˆ 2i for some
positive integer i .

Proof. Given a k � k mesh network, a BTM generates four
quadrants (Q‡ X , Qÿ X , Q‡ Y , and Qÿ Y ) around the root
node. The sizes are k

2 � …k
2 ‡ 1†, …k

2 ÿ 1†� k
2 , k

2 � k
2 , and

…k
2 ‡ 1†� …k

2 ÿ 1†, respectively (seeFig. 4a). Note here that
Q‡ X is the largest one among the four quadrants and it
can fully cover other quadrants. In other words, its area
is larger than those of other quadrants. Therefore, the
height of a BTM of a complete barrier for a k � k mesh
network is the height of a BTM of a complete barrier for a
k
2 � …k

2 ‡ 1† mesh network plus 1.
Given a …k ‡ 1†� k mesh network, the sizesof the four

quadrants (Q‡ X , Qÿ X , Q‡ Y , and Qÿ Y ) are k
2 � …k

2 ‡ 1†,
k
2 � k

2 , …k
2 ‡ 1†� k

2 , and …k
2 ‡ 1†� …k

2 ÿ 1†, respectively (see
Fig. 4b). Here, Q‡ X and Q‡ Y have equal sizes of k

2 � …k
2 ‡

1† and they are the largest among the four quadrants.
Sincethis is the samesize as the largest quadrant for the
k � k mesh, the height of the BTM generated from the
two meshesare the same.Notice that an i � j mesh and a
j � i mesh are topologically identical with respect to the
embedding of a BTM into the mesh. tu

Fig. 5 shows an example of Lemma 1, where k is 2.
Observe that both meshesresult in a BTM of height with a
height of 2. Fig. 6 is the casefor k of 4, where both meshes
generate a BTM with a height of 3.

We now prove Theorem 1 using Lemma 1.

Theorem 1. For a k � k meshnetwork,theheightof a BTM, hk,
is given by hk � log4 k2 ‡ 1, wherek ˆ 2i for somepositive
integer i .

Proof. Given ak � k meshnetwork, acomplete barrier occurs
where all the k2 nodes in the mesh are member nodes.
Hence, the height of BTM for a complete barrier can be
regarded asthe upper bound on the height of BTM.

As shown in Fig. 4a of Lemma 1, the largest quadrant
is Q‡ X . Due to Lemma 1, however, the height of Q‡ X

(k
2 � …k

2 ‡ 1†) is equal to that of Q‡ Y (k
2 � k

2 ). The heights of
the other two quadrants, Qÿ X and Qÿ Y , are smaller than
or equal to that of Q‡ Y . Since those four quadrants are
the subtrees of BTM, hk ˆ hk

2
‡ 1 with the initial condi-

tion, h1 ˆ 1. Solving the recursive equation

hk ˆ hk
2
‡ 1 ˆ h k

22
‡ 2 ˆ � � � ˆ h k

2i
‡ i ˆ h1 ‡ i ˆ 1 ‡ i;

where i represents the number of recursive steps,
results in hk ˆ 1 ‡ log2 k ˆ 1 ‡ log4 k2. Therefore, for an
arbitrary BTM of a complete or incomplete barrier,
hk � log4 k2 ‡ 1. tu

4.2 Deadlock Freedom
Wormhole routing is assumed to be used in BTM since it
reduces the communication latency by pipelining the
messagetransfer over a number of channels along its path.

6 IEEE TRANSACTIONS ON COMPUTERS, VOL. 50, NO. 8, AUGUST 2001

Fig. 4. Complete barriers on (a) a k � k mesh and (b) a …k ‡ 1†� k mesh, where k ˆ 2i for some positive integer i .

Fig. 5. Complete barriers on (a) a 2 � 2 mesh and (b) a 3 � 2 mesh.



A major issue with the wormhole routing is deadlock [16],
[20]. When the path of a messageis blocked, the message
head, as well as the rest of the message, are blocked,
holding the buffers and channels along the path. Deadlock
can occur if these blockages create a cyclic dependency.
However, if the message size is small enough, deadlock
could be easily avoided by holding the entire messagein the
router. In BTM, the synchronization messagesonly carry an
immediate node address and, thus, the messagelengths are
identical and very small. For example, synchronization
messagesare only three bytes for a 32� 32mesh,as in Fig. 3
and, therefore, input buffer can be limited to only a few flits.

The basic technique for proving that a network is
deadlock-free is to identify the dependences that can arise
between channels as a result of messagemovement and to
demonstrate that no cycles exist in the resulting channel
dependence graph [19]. This implies that no traffic patterns
can lead to deadlock. Thesetraffic patterns include a barrier
synchronization, multiple concurrent synchronizations, and
a mixture of synchronization messagesand normal mes-
sages.For the BTM scheme,the proof for deadlock freedom
is quite simple becausean entire synchronization message
can be stored in a storage (i.e., a barrier register) in the
router.

We now informally prove that BTM is deadlock-free by
explaining that the messagesincurred by the three cases
above do not create a deadlock situation. The first case is
whether multiple messagesgenerated by a barrier synchro-
nization create a cyclic dependency or not. There exist
multiple barrier registers in a router which are allocated
disjointly to different barriers. This allows a barrier register
to be occupied only by one barrier. During a barrier
synchronization, the reduction phase is carried out first,
followed by the distribution phase. That is, the reduction
messageand the distribution messageof the same barrier
synchronization never compete for the same barrier
register. In addition, since reduction messages travel
upward and distribution messagestravel downward, there
exists no cyclic dependency among the barrier registers
belonging to the same barrier.

Second,when a reduction messageenters a router via the
input buffer of an incoming link, the messagecan be moved
into its associated barrier register. A distribution message

behavesin a similar manner. Sinceeachbarrier register can
hold an entire synchronization message,the messagedoes
not occupy the input buffer and thus does not block other
messages.Also, since synchronization messagesof different
barriers use different barrier registers, they never interfere
with each other.

Finally, even though a blocked normal messageholds a
chain of channels and thus may also block a synchroniza-
tion message, the synchronization message is stored in a
barri er register in the router, resulti ng in no channel
dependency. When the blockage is removed later, the
synchronization messagecan travel toward the next node
with no possibility of a deadlock.

4.3 Comparison of Charac teristic s
In this section, BTM is compared with other barrier
synchronization schemes, namely the HP, BRCP, and CS
schemes. The comparisons are summarized in Table 2,
where a number of important factors are considered for
comparative evaluation. As can be seen from the table, the
proposed BTM possessesfavorable characteristics for all the
factors studied, which results in a significantly improved
performance, as will be shown in Section 6.

Fig. 7 shows the complete barriers on an 8 � 8 mesh with
a BTM and a CS tree, where all the nodes in the mesh are
member nodes. Fig. 8 represents the tree structure for the
complete barriers shown in Fig. 7. As shown in these two
figures, the height of BTM is 4, whereas that of the CStree is
8 (because of a chained critical path). That is, the upper
bound on the height of BTM is 4 (ˆ log4 64‡ 1), but that of
the CS tree is 8 (ˆ

•••••
64

p
). It is simple to see that the upper

bound on the routing latency of the CS tree is O…n1=2†. Also
note that BTM is fairly balanced, while the CStree is not. In
the best case,the routing latency of the CS scheme can be
represented as 
 …log3 n† because the outgoing degree of
every branching node is at most 3 except the root node,
which has degree of 4.

As briefly discussed earlier, one of the main differences
between BTM and the CS tree lies in the embedding of
destination addresses.The CS scheme embeds them at the
routers and the routers need to differentiate a synchroniza-
tion message from an ordinary one due to the different
routing mechanisms used. An ordinary messageis routed
according to the destination address in the message,but
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routing of the synchronization messagefollows the direc-
tion embedded in the router itself. The consequencesare
increased overhead at the router for processing a barrier.
BTM alleviates the functional complexity at the router by
including only one immediate destination address in the
messageand embedding the rest of them in the routers. In
terms of routing, synchronization messagesare treated as
ordinary messagesby routing them with the destination
address in the message. The most obvious advantage of
BTM is the reduced synchronization latency due to the
reduced tree height.

5 PERFORMANCE EVALUATION

In this section, the performance of the proposed BTM
schemeis evaluated and compared to the CS schemeusing
simulation.

5.1 Simul ation Environ ment
In our simulation study, the member nodes were picked
randomly and all the members are assumed to arrive at a
barrier at the same time. The synchronization latency is the
most important performance metric of barrier synchroniza-
tion, which is the interval from the time when the barrier
synchronization is invoked until the time when all the

member nodes finish the distribution phase. As another
performance measure, network traffic incurred by the
barrier synchronization is also investigated. This is deter-
mined by the number of links (hops) traversed by the
synchronization messagesduring a barrier operation.

Since synchronization messages do not carry any
data flits, the communication time of a message in
wormhole-routed systems can be approximated to
ts ‡ d � tp ‡ …d ‡ 1†� t r , where ts is the startup time, tp is
the propagation delay per hop, t r is the average delay at
each router, and d is the distance between the source and
destination nodes. The routing delay, t r , at a member node
can be quite different from that at a nonmember node. On a
barrier synchronization message, the router of a member
node has to look up the content-addressable barrier
registers using GID, mark its arrival at the corresponding
barrier register, find the next destination address, merge or
replicate the message, and inform the local processor, if
necessary.A router recognizes itself as a nonmember node
by matching the destination address of the synchronization
message.It then simply forwards the messageto the proper
output channel l ike an ordinary message. Thus, to
distinguish its cost, we denote the routing delay at a
member node as t rm and that at a nonmember node as t rn .
Note that a synchronization messagemay pass through the
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routers of any number of member nodes; however, as long
as no processing overhead is required, the routing delay at
such a node is t rn . The synchronization latency, tb, of the
proposed BTM is then represented by

tb ˆ 2 � f ts ‡ d � tp ‡ …d ÿ h†� t rn ‡ …h ‡ 1†� t rm g;

where h is the height of BTM.
Since nonmember as well as member nodes participate

in barrier operation with the CS tree, the synchronization
latency, tc, of the CS schemecan be represented by

tc ˆ 2 � f ts ‡ d � tp ‡ …d ‡ 1†� t rm g:
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The startup time, ts, is assumed to be 1 � 10 �sec and the
link propagation delay, tp, is assumed to be 5 � 15 nsec, as
others have done [11], [12]. For example, the Cray T3D with
PVM is quoted as having a startup time of 3 �sec , whereas
an IBM SP-2with MPI hasa startup time of 35 �sec [27]. The
startup time, ts, includes the software overheads for
allocating buffers, copying messages,and initializing the
router and DMA. Chien [28] analyzed the router delay for
various routing algorithms using a 0.8 micron gate array
technology. Basedon that study and current VLSI technol-
ogy, the router delay at a nonmember node t rn is assumed
to be 5 � 15 nsec. The router delay at a member node t rm ,
which includes several steps of operation described above,
is assumed to be 30 � 60 nsec.

5.2 Simul ation Resul ts and Discussion
We present the simulation results for two different system
configurations of 32� 32 and 64� 64 meshes. Two im-
portant performance metrics, average tree height and
synchronization latency, are presented first. Next, the

network traffic and the effect of the router delay are
analyzed. One hundred simulation runs were executed for
each parameter set, and the results were then averaged. In
most cases,a very small variance was observed.

5.2.1 Synchronization Latency
Fig. 9 shows the average tree height for BTM and the
CS tree. Nonmember nodes are not counted in both cases.
For the CS tree, average tree height increaseslinearly with
the group size. However, since nonmember nodes have
almost the same overhead as member nodes, the corre-
sponding synchronization latency will be saturated with
smaller group size, as evident in Fig. 10.For BTM, since the
intermediate nonmember nodes are not directly involved in
the parent-child relationship, they do not influence the tree
height. As can be seenfrom Fig. 9, the tree height of BTM is
almost independent of the group size except for very small
group sizes. In a 64� 64 mesh, the group size can be more
than 1,024nodes. Although not shown in the graph, when
the group size is increasedup to 4,096nodes, the tree height
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of a 64� 64 mesh convergesto 7 and 64 for BTM and the CS
tree, respectively.

Fig. 10 shows the synchronization latency, where ts, tp,
t rn , and t rm are assumed to be 1 �sec , 5 nsec, 5 nsec, and
30 nsec, respectively. The synchronization latency of the
BTM scheme is significantly lower than that of the
CS scheme and, again, it is almost independent of the
group size. This is mainly due to the fact that the tree height
of BTM is bounded by log4 k2 ‡ 1 on a k � k mesh. The
performance improvement is more substantial as the
network size increases.For instance, for the group size of
1,024, the BTM scheme is faster than the CS scheme by
factors of 1.4 and 1.7 for 32� 32 and 64� 64 meshes,
respectively. The proposed BTM scheme is clearly more
scalable than the CS scheme.

In general, the BTM scheme is expected to have more
network traffic than the CS scheme. This is becausemore

nonmember nodes are traversed in a barrier synchroniza-
tion. Even though they do not participate in building and
processing of the barr ier, simple forwarding of the
synchronization messages incurs more network traffi c.
Here the network traffic is measured as the number of
hops (links) traversed during both reduction and distribu-
tion phases.As shown in Fig. 11, the network traffic of the
BTM scheme is larger than that of the CS scheme. As the
group size increases,the network traffic is also increasedfor
both schemesbecausethe treeshave more nodes and edges.
However, the impact of the increased network traffic on the
overall performance is minimal. During a barrier synchro-
nization, all the participating nodes wait for the completion
of the synchronization and do not issue any communication
request that results in low-loaded network. Furthermore,
since the barrier synchronization messageis very short in
length, it does not causeany hot spots.
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Fig. 9. Average tree height.

Fig. 10. Synchronization latency.

Fig. 11. Network traffic.

Fig. 12. Effect of the routing delay at a member node, t rm .



5.2.2 Effect of Router Parameters
We also studied the impact of variations in the routing
delay at a member node (t rm ) on the performance. On a
32� 32 mesh, we consider three different cases of t rm ;
20 nsec, 40 nsec, and 60 nsec. This parameter is shown in
the parentheses of labels in Fig. 12, where ts, tp, and t rn

are 1 �sec , 5 nsec, and 5 nsec, respectively. Even in this
experiment, the BTM scheme outperforms the CS scheme
for all the three casesof widely varying delay parameter
values. As t rm increases, more performance gain is
achieved. For instance, for the group size of 1,024 on a
32� 32 mesh, the BTM schemeis faster than the CSscheme
by factors of 1.3, 1.6, and 1.8 for the three cases of t rm ,
respectively. This property is very important, especially as
more communication functions are embedded in a router
and the corresponding router operation become more
complicated. The proposed scheme consistently outper-
forms the CS scheme for a wide range of mesh sizes and
operating conditions.

6 CONCLUSION

In this paper, we have proposed a fast tree-based barrier
synchronization scheme for 2D meshes. The proposed
BTM scheme has two distinguishing characteristics com-
pared to other conventional schemes.First, since the tree
constructed by the BTM setup algorithm (see Section 3) is
4-ary, the complexi ty of synchronization latency is
� …log4 n†, while that of the fastest scheme (i.e., CS tree)
reported in the literature is bounded between 
 …log3 n†and
O…n1=2†, where n is the number of member nodes. Second,
nonmember nodes are neither involved in the construction
of a BTM nor actively participating in the synchronization
operations. At the tree creation time, no messages are
exchangedbetween member nodes or between member and
nonmember nodes and, thus, the setup overhead of
constructing a BTM is very low. The low setup overhead
is particularly effective for the dynamic process model
provided in MPI-2. Moreover, the synchronization mes-
sagesjust passthrough nonmember nodes, which results in
negligible delay and, thus, further reduces the synchroniza-
tion latency.

We have simulated and evaluated the performance of the
proposed scheme. The performance effect of various
parameters, such as tree height, synchronization latency,
network traffic and the effect of routing delay, was studied.
According to the simul ation result s, the BTM scheme
reduces synchronization latency by 40 percent and 70 per-
cent for 32� 32 and 64� 64 meshes, respectively, and is
more scalable than the CS scheme.

The proposed method can also be easily extended to the
switch-based cluster systems of irregular topology, where
switches are interconnected in an arbitrary way. However,
unlike BTM, it is not possible to recursively decompose
irregular networks into four quadrants to form a 4-ary tree.
Instead, a process similar to breadth-first search is used.
That is, from a chosen root node, a barrier tree can be

recursively constructed by letting the directly connected

neighbor switches become the next level children. Please

refer to [24] for a detailed description of the barrier tree for

switch-based cluster systems.
Our future work includes the application of BTM to

other collective communications, such as multicast or total

exchange.
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